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Abstract

The Survivable Network Design problem (SNDP) is a well-studied problem, (partly)
motivated by the design of networks that are robust to faults under the assumption
that any subset of edges up to a specific number can fail. We consider non-uniform
fault models where the subset of edges that fail can be specified in different ways.
We consider three models: the flexible graph connectivity model (Adjiashvili, D.:
Fault-tolerant shortest paths - beyond the uniform failure model (unpublished).) (Adji-
ashvili, D. et al. in Math. Program. 192(1-2), 409-441 (2022)) (Boyd, S. et al. in Math.
Program. pp. 1-24 (2023)) which was our initial motivation, the bulk-robust model
(Adjiashvili, D. in Algorithms and Techniques (APPROX/RANDOM 2015), Leibniz
International Proceedings in Informatics (LIPIcs), vol. 40, pp. 61-77. Schloss Dagstuhl
— Leibniz-Zentrum fiir Informatik, Dagstuhl, Germany (2015)) (Adjiashvili, D. et al,:
in Math. Program. 149(1-2), 361-390 (2015)) and the relative survivable network
design model (Dinitz, M. et al.: in Algorithms and Techniques (APPROX/RANDOM
2022), Leibniz International Proceedings in Informatics (LIPIcs), 245, pp. 41:1-41:19.
Schloss Dagstuhl — Leibniz-Zentrum fiir Informatik, Dagstuhl, Germany (2022))
(Dinitz, M. et al.: in Algorithms, pp. 190-204. Springer Nature Switzerland, Cham
(2023)). While SNDP admits a 2-approximation (Jain, K.: in Combinatorica 21(1),
39-60 (2001)), the approximability of problems in these more complex models is
much less understood even in special cases. We make two contributions. Our first
set of results are in the flexible graph connectivity model. Motivated by a conjecture
that a constant factor approximation is feasible when the robustness parameters are
fixed constants, we consider two important special cases, namely the single pair case
and the global connectivity case. For both these, we obtain constant factor approxi-
mations in several parameter ranges of interest. These are based on an augmentation
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Supported in part by NSF grants CCF-1910149 and CCF-1907937 and CCF-2402667.

B Chandra Chekuri
chekuri @illinois.edu

Rhea Jain
rheaj3 @illinois.edu

Dept. of Computer Science, Univ. of Illinois, Urbana-Champaign, USA

Published online: 01 December 2025 @ Springer


http://crossmark.crossref.org/dialog/?doi=10.1007/s10107-025-02298-x&domain=pdf

C. Chekuri, R. Jain

framework and via decomposing the families of cuts that need to be covered into a
small number of uncrossable families. Our second set of results are poly-logarithmic
approximations for the bulk-robust model (Adjiashvili, D. in Algorithms and Tech-
niques (APPROX/RANDOM 2015), Leibniz International Proceedings in Informatics
(LIPIcs), vol. 40, pp. 61-77. Schloss Dagstuhl — Leibniz-Zentrum fiir Informatik,
Dagstuhl, Germany (2015)) when the “width” of the given instance (the maximum
number of edges that can fail in any particular scenario) is fixed. Via this, we derive
corresponding approximations for the flexible graph connectivity model and the rel-
ative survivable network design model. The results are obtained via two algorithmic
approaches and they have different tradeoffs in terms of the approximation ratio and
generality.

Keywords Bulk-robust network design - Approximation algorithms - non-uniform
faults - Flexible graph connectivity

Mathematics Subject Classification 68W25

1 Introduction

The Survivable Network Design Problem (SNDP) is an important problem in combina-
torial optimization that generalizes many well-known problems related to connectivity,
and is also motivated by practical problems related to the design of fault-tolerant net-
works. The input to this problem is an undirected graph G = (V, E) with non-negative
edge costs ¢ : E — R, and a collection of source-sink pairs (s1, #1), ..., (Sy, th),
each of which specifies a non-negative integer connectivity requirement k;. The goal
is to find a minimum-cost subgraph H of G such that each pair (s;, #;) is k;-connected
in H. We focus on edge-connectivity requirements in this paper which means that H
should contain k; edge-disjoint paths between s; and #; for each i. ' SNDP contains
as special cases classical problems such as s-¢ shortest path, minimum spanning tree
(MST), minimum k-edge-connected subgraph (k-ECSS), Steiner tree, Steiner forest
and several others. It is NP-Hard and APX-Hard to approximate. There is a well-known
2-approximation via the iterated rounding technique due to Jain [45].

Suppose a vertex pair (s, t) is k-edge-connected in G. This implies that there is an
s-t path in G after removing any set of k — 1 edges which implies a strong form of
robustness to edge failures. In various settings, the set of edges that can fail can be
correlated or exhibit non-uniform aspects. We are interested in network design in such
settings, and discuss a few models of interest that have been studied in the (recent)
past. We start with the flexible graph connectivity model (flex-connectivity for short)
that was the initial impetus for this work.

Flexible graph connectivity: In this model, first introduced by Adjiashvili [2] and
studied in several recent papers [4, 5, 8, 10, 13], the input is an edge-weighted undi-
rected graph G = (V, E) where the edge set E is partitioned to safe edges S and

! In the literature the term EC-SNDP and VC-SNDP are used to distinguish edge and vertex connectivity
requirements. In this paper we use SNDP in place of EC-SNDP.
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unsafe edges U. The assumption, as the names suggest, is that unsafe edges can fail
while safe edges cannot. We say that a vertex-pair (s, 7) is (p, ¢)-flex-connected in a
subgraph H of G if s and t are p-edge-connected after deleting from H any subset
of at most g unsafe edges. The input, as in SNDP, consists of the graph G and h
source-sink pairs; the i ’th pair now specifies a (p;, g;)-flex-connectivity requirement.
The goal is to find a min-cost subgraph H of G such that for each i € [A], s; and #;
are (p;, qgi)-flex-connected in H. We refer to this as the Flex-SNDP problem. Note
that Flex-SNDP generalizes SNDP in two ways. If all edges are safe (E = S), then
(p, 0)-flex-connectivity is equivalent to p-edge-connectivity. Similarly, if all edges are
unsafe (£ = U), then (1, g — 1)-flex-connectivity is equivalent to g-edge-connectivity.

Bulk-robust network design: This fairly general non-uniform model was introduced
by Adjiashvili, Stiller and Zenklusen [6]. In this model an explicit failure scenario set
2 ={F, F,..., F,}1is given as part of the input where each F; C E corresponds
to a set of edges that can fail together. The goal is to find a min-cost subgraph H of G
such that each of the given pairs (s;, ;) remains connected in H — F; foreach j € [u].
We consider a slight generalization of this problem in which each scenario is now a
pair (F;, ;) where KC; is a set of source-sink pairs. The goal is to find a min-cost
subgraph H of G such that for each j € [u], each pair (s;, ;) in K; is connected in
H — F;. An important parameter is the width of the failure scenarios which is defined
as maxj<j<y | Fj|. We use Bulk-SNDP to refer to this problem.

The advantage of the bulk-robust model is that one can specify arbitrarily correlated
failure patterns, allowing it to capture many well studied problems in network design.
We observe that SNDP and Flex-SNDP can be cast as special cases of Bulk-SNDP
where the width is max;(k; — 1) in the former case, and max;(p; + ¢g; — 1) in the
latter case. Bulk-SNDP also allows us to model a new problem recently proposed by
Dinitz, Koranteng, and Kortsarz [24] called Relative Survivable Network Design
(RSNDP). This problem allows one to ask for higher connectivity even when the
underlying graph G has small cuts. The input is an edge-weighted graph G = (V, E)
and source-sink pairs (s;, ;) each with requirement k;; the goal is to find a min-cost
subgraph H of G such that for each F C E with |F| < k;, (s;, t;) is connected in
H — F if s; and t; are connected in G — F. It is easy to see that RSNDP is a special
case of Bulk-SNDP with width at most max; (k; — 1). A disadvantage of Bulk-SNDP
is that scenarios have to be explicitly listed, while SNDP and RSNDP specify failure
scenarios implicitly. However, when connectivity requirements are constant, one can
reduce to Bulk-SNDP by explicitly listing the failure sets.

We are also interested in the generalization of non-uniform models to Group Con-
nectivity (also known as Set or Generalized Connectivity), first introduced by [53]
and later studied in approximation by [31] and several others; Section 1.3 provides
more details. In this setting, instead of source-sink pairs of vertices, we are given
source-sink pairs of sets S;, T; € V. We say S; and T; are k-edge-connected if there is
a path from S; to T; even after the removal of any set of kK — 1 edges. The definitions of
flex-connectivity, bulk-robust network design, and relative survivable network design
can all be extended to the group setting by requiring edge connectivity between set
pairs instead of vertex pairs.
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While SNDP admits a 2-approximation, the approximability of network design
in the non-uniform fault models is not well-understood. We briefly outline the chal-
lenges in the context of past work. There is substantial difference between network
design problems that aim for basic connectivity such as MST, shortest paths, and
Steiner tree versus those that require higher connectivity. The latter problems require
more advanced techniques. The celebrated iterated rounding 2-approximation [45]
for SNDP improved upon the augmentation technique [55], which reduces complex
higher-connectivity problems to a series of potentially simpler {0, 1}-connectivity
problems. In the augmentation approach we start with an initial set of edges Fp that
partially satisfy the connectivity constraints. We then augment F with a set of edges
F in the graph G — Fy; the augmentation is typically done to increase the connectivity
by one unit for pairs that are not yet satisfied. We repeat this process in several stages
until all connectivity requirements are met. The augmentation problem can be viewed
as a hitting set problem where C € 2V is a set of violated cuts that need to be hit by
a min-cost subset of edges in the current graph; C is typically exponential in | V| and
implicitly defined by the problem. In the context of SNDP, a key technical fact is that
in each stage of augmentation, this family of violated cuts has substantial structure,
and forms an uncrossable family [55]. This, coupled with the submodularity of the
edge cut function, leads to a primal-dual based 2-approximation [55]. Uncrossability
of the underlying set family is one of the few known tools to obtain a constant-factor
approximation in augmentation problems. However, in many other settings includ-
ing vertex connectivity, non-uniform models that we discussed above, and others, the
underlying set C is not uncrossable and one needs to address this difficulty in various
ways.

For non-uniform models considered in this paper, several results have been obtained
for various special cases. We discuss these known results in more detail subsequently
but most of them focus on two special cases: (i) the single pair case where there is
only one pair (s, #) with a connectivity requirement and (ii) the spanning or global
connectivity case when all pairs of vertices have identical connectivity requirement.
Even for these special cases there are large gaps in our understanding. For instance,
prior to our work it was open whether a constant factor approximation exists for even
these two special cases with (2, 2)-flex-connectivity requirement. For (2, 2) Flex-
SNDP or Bulk-SNDP not even a poly-logarithmic (in n) approximation was known.
At the same time, very little is also known about the hardness of approximation in
undirected graphs. As far as we know, the only known super-constant hardness result
is for Bulk-SNDP when the width is large and part of the input [6]. Motivated by
our limited understanding and practical considerations, we focus our attention on
Flex-SNDP when the max connectivity requirement p, g are small, and similarly on
Bulk-SNDP when the width is small. A motivating question is whether these problems
admit approximation ratios that depend only on these parameters. A related and weaker
question is whether they admit a poly-logarithmic (in the input size) approximation
ratio whenever the parameters are fixed. 2

2 Inrecent work [42] showed that when p and g are both part of the input, it is NP-hard to verify the feasibility
of a solution, even in the single-pair setting. This implies that we cannot hope for any approximation
algorithm. We note that [42] appeared after our work on this paper, and further justifies our focus on fixed
p.q.
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1.1 Our results

We make two contributions. Our first set of results is on special cases of Flex-SNDP
for which we obtain constant factor approximations. Our second contribution is a
poly-logarithmic approximation for Flex-SNDP, Bulk-SNDP, and RSNDP when the
requirements are small. Some of these results were initially presented in a conference
version [19]; we extend and improve some of those results in this version.

We use the terminology (p, ¢)-Flex-ST to refer to the single-pair problem with
requirement (p, g). We use the term (p, ¢)-FGC to refer to the spanning/ global-
connectivity problem where all pairs of vertices have the (p, g)-flex-connectivity
requirement (the term FGC is to be consistent with previous usage [4, 13]).

(p, ¢)-FGC: Adjiashvili et al. [4] considered (1, 1)-FGC and obtained a constant
factor approximation that was subsequently improved to 2 by Boyd et al. [13]. [13]
obtained several results for (p, ¢)-FGC including a 4-approximation for (p, 1)-FGC,
a (¢ + 1)-approximation for (1, ¢)-FGC, and an O (g log n)-approximation for (p, q)-
FGC. The first non-trivial case of small p, g for which we did not know a constant
factor is (2, 2)-FGC. We prove several results that, as a corollary, yield constant factor
approximation for small values of p, g.

Theorem 1 Forany g > O there is a (2q + 2)-approximation for (2, q)-FGC. For any
p > lthereisa (2p+4)-approximation for (p, 2)-FGC, and a (4 p+4)-approximation
for (p, 3)-FGC. Moreover, for all even p > 2 there is a (6p + 4)-approximation for
(p,4)-FGC.

Remark 1 In independent work Bansal et al. [10] obtained an O (1)-approximation for
(p,2)-FGC for all p > 1 (6 when p is even and 20 when p is odd). There have been
several other improvements following the publication of the conference version of this
paper. Bansal [9] obtained the first constant-factor approximation for (p, 3)-FGC. The
constants in the approximation ratio for (p, ¢)-FGC for g = 1, 2, 3 were all improved
by Nutov [51]. Much more recently, Ibrahimpur and Vegh [44] obtained an O (logn)-
approximation for (p, ¢)-FGC, and Bansal et al. [11] obtained an O (1)-approximation
for (1, ¢)-FGC.

(p, q)-Flex-ST: Adjiashvili et al. [4] considered (1, ¢)-Flex-ST and (p, 1)-Flex-ST
and obtained several results. They described a g-approximation for (1, ¢)-Flex-ST and
a (p—+ 1)-approximation for (p, 1)-Flex-ST; when p is a fixed constant they obtain a 2-
approximation. Also implicit in [6] is an O (g (p + ¢q) log n)-approximation algorithm
for (p, ¢)-Flex-ST that runs in n? (P9 -time. No constant factor approximation was
known when p, g > 2 with (2, 2)-Flex-ST being the first non-trivial case. We prove
a constant factor approximation for this and several more general settings via the
following theorem.

Theorem 2 For all p,q where (p + q) > pq/2, 3 there is an O((p + q)°P))-
approximation algorithm for (p, q)-Flex-ST that runs in n? P+ time. In particular,
there is an O (1) approximation for (p,?2) and (2, q)-Flex-ST when p, q are fixed
constants.

3 When p, g > 3, this holds if one of p and g is equal to 3 and the other is at most 5.
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Flex-SNDP, Bulk-SNDP, and RSNDP: We show that these problems admit poly-
logarithmic approximation algorithms when the connectivity requirements are small.
No previous approximation algorithms were known for SNDP versions of flexible
graph connectivity (with both p,g > 2) or bulk-robustness, and previous approx-
imations for RSNDP were limited to max; k; < 3 [25]. We rely on two different
algorithmic approaches to obtain these results. The first uses a cost-sharing argument
to show a reduction to the Hitting Set problem.

Theorem 3 There is a randomized algorithm that yields an O (k*log® n loglogn)-
approximation for Bulk-SNDP on instances with width at most k and runs in n©®
time.

Corollary 1 There is a randomized algorithm that yields an O (q(p + q) log? nloglog
n)- approximation for Flex-SNDP when (p;, qi) < (p,q) for all pairs (s;, t;) and
runs in n PO time.

Corollary 2 There is a randomized algorithm that yields an O (k> log® nloglogn)-
approximation for RSNDP where k is the maximum connectivity requirement and
runs in n time.

The second set of algorithms are based on natural LP relaxations (see Section 2).
Although the approximation ratios in these algorithms are slightly worse than those
above, they have some additional benefits. First, the bottleneck in the running time
is based on the time it takes to solve the LP relaxations of the given problem, giving
improved runtimes (as compared to Theorem 3 and Corollaries 1,2) in some settings.
Second, all approximation ratios are with respect to the optimal fractional solution,
providing upper bounds on the integrality gaps of the LP relaxations. Third, these
results extend to the group connectivity generalizations of Bulk-SNDP, Flex-SNDP,
and RSNDP. 5 For these problems, we let » denote the total number of terminal set
pairs. Note that unlike the SNDP variants, r is not necessarily polynomial in .

Theorem 4 There is a randomized algorithm that yields an O ((log r+k log n)k> 1og® n)
-approximation for Group Bulk-SNDP on instances with width at most k and runs in
expected polynomial time.

We note that Group Bulk-SNDP generalizes the Group Connectivity problems stud-
ied previously [21, 35]. The preceding result matches the best known approximation
for Group Connectivity version of SNDP up to a factor of k; see Section 1.3 for more
details.

Corollary 3 There is a randomized algorithm that yields an O((logr + (p +
q) logn)(p+q)3 log® n)-approximation for Group Flex-SNDP when (p;, i) < (p, q)
for all pairs (s;, t;) and runs in expected n°?D -time.

Corollary 4 There is a randomized algorithm that yields an O ((log r+k log n)k> log® n)
-approximation for Group RSNDP where k is the maximum connectivity requirement
and runs in expected polynomial time.

4 This approach, Theorem 3 and corollaries 1,2 are new to this version, and provide improved approximation
rations when compared to the ones in [19].

5 Theorem 4 and corollaries 3,4 were discussed in [19] for SNDP versions. In this paper we explicitly show
the extension to group connectivity.
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1.2 Overview of techniques

As we remarked, non-uniform network design models have been difficult to handle
using existing algorithmic techniques since the violated sets do not have nice struc-
tural properties that are exploited in algorithms for problems such as SNDP. As we
mentioned earlier, augmentation is a widely-used technique that reduces complex
higher-connectivity problems to a series of potentially simpler {0, 1}-connectivity
problems. We follow this approach. The augmentation approach was used by Boyd et
al. [13] to obtain an O (g logn) approximation for (p, ¢)-FGC. The algorithm begins
with a feasible solution to (p, 0)-FGC; recall that this is equivalent to p-ECSS which
has known 2-approximations. They then augment the existing partial solution to sat-
isfy (p, £)-FGC for £ = 1, ..., g. Each stage of augmentation corresponds to solving
a Set Cover instance with polynomially many elements. This crucially uses the fact
that in the global setting, there are only polynomially many violated cuts; this does not
hold in the general Flex-SNDP problem (even in the single-pair setting). [13] also uses
augmentation to obtain a 4-approximation for (p, 1)-FGC. This leverages the fact that
the family of violated cuts when augmenting from (p, 0) to (p, 1)-FGC is uncross-
able (formally defined in Section 3) and one can use the known 2-approximation for
covering uncrossable families of cuts [55].

Uncrossability of the violated sets does not hold for most of our settings we are
interested in. To prove Theorem 1, we overcome this difficulty by decomposing the
family of cuts to be covered in the augmentation problem into a sequence of cleverly
chosen uncrossable subfamilies. Our structural results hold for certain ranges of values
of p and ¢, and hint at additional structure that may be available to exploit in future
work. Our proof of Theorem 2 follows a similar framework, though additional struc-
ture is needed. Boyd et al. [13] (also implicitly in [5]) show that (1, k)-Flex-SNDP
and (k, 1)-Flex-SNDP can be reduced to corresponding capacitated network design
problems with maximum capacity k. Capacitated network design generalizes standard
edge connectivity by allowing each edge e to have an integer capacity u, > 1; a feasi-
ble solution supports a flow of k; between each s;-#; pair. One can reduce capacitated
network design to standard edge connectivity by replacing each edge e with u, parallel
edges, blowing up the approximation factor by max, u,. Although the connection to
between flex-connectivity and capacitated network design does not hold for p, g > 2,
it provides a useful starting point that we exploit.

For the more general non-uniform SNDP problems, we continue to employ the
augmentation framework, but use completely different algorithmic approaches. To
prove Theorem 3, we use a characterization of the edge-cuts of the existing graph given
by Gupta, Ravi, and Ravishankar [38]. They show that the augmentation problem in the
online version of the SNDP problem can be reduced to a polynomial-sized Hitting Set
instance. We show that these ideas extend to the general Bulk-SNDP setting as well.
To prove Theorem 4, we rely on a recent novel framework of Chen, Laekhanukit, Liao,
and Zhang [21] to tackle survivable network design in group connectivity setting. They
used the seminal work of Réicke [52] on probabilistic approximation of capacitated
graphs via trees, and the group Steiner tree rounding techniques of Garg, Konjevod
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and Ravi [31], and subsequent developments [35]. We adapt their ideas to handle the
augmentation problem for Bulk-SNDP.

1.3 Related work

Network design has substantial literature. We describe closely related work and results
to put ours in context.

SNDP and related connectivity problems: SNDP is a canonical problem in network
design for connectivity that captures many problems. We refer the reader to some
older surveys [36, 48] on approximation algorithms for connectivity problems, and
several recent papers with exciting progress on TSP and weighted Tree and Cactus
augmentation. Frank’s books is an excellent source for polynomial-time solvable exact
algorithms [30]. For SNDP, the augmentation approach was pioneered in [55], and was
refined in [33]. These led to 2 Hy approximation where k is the maximum connectivity
requirement. Jain’s iterated rounding approach [45] obtained a 2-approximation. See
[22, 28] for element-connectivity and [23, 50] for vertex-connectivity requirements.

Capacitated Network Design: As mentioned earlier, the capacitated network design
problem is a generalization of SNDP in which each edge is given a capacity u(e)
and each terminal pair is given some requirement k;;; a feasible solution satisfies the
property that for each i, j, the min-cutis at least k;;. This model is closely connected to
the flexible graph connectivity model. This problem was introduced by [33], who gave
an O (min(m, kmax))-approximation. This was subsequently improved to a 8(G) + 1-
approximation by [14], where B(G) is the size of the maximum cardinality bond in
the graph (note that this can be as large as @ (n?) in general). Further progress in
this problem has been focused on the global connectivity/spanning setting. Here, [15]
gave an O (logn)-approximation, which was very recently improved to 5[k /umin|
[9, 10, 51], and then to O(log[k/umin]) [11]. There are strong hardness results for
this problem, even in the single-pair setting; [16] showed 2 (21031_6 ")-hardness via a
reduction from Label Cover.

Flexible Graph Connectivity: Flexible graph connectivity has been a topic of recent
interest, although the model was introduced earlier in the context of a single pair [2].
Adjiashvili, Hommelsheim and Miihlenthaler [4] introduced FGC (which is the same
as (1, 1)-FGC) and pointed out that it generalizes the well-known MST and 2-ECSS
problems. Several approximation algorithms for various special cases of FGC and
Flex-ST were obtained by Adjiashvili et al. [4] and Boyd et al. [13], as described in
Section 1.1. There have been various improvements to these results as described in
Remark 1.

As we mentioned earlier, [42] recently showed that when p and ¢ are both part of
the input, it is NP-hard to verify the feasibility of a solution even in the single-pair
setting, which rules out any approximation algorithm. Previous work [5] showed strong
hardness results in the single pair setting for directed graphs even in the more restricted
settings of (1,¢g) and (p, 1). These hardness results show that approximability of
network design in this model is substantially different from the SNDP model.
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Bulk-Robust Network Design: This model was initiated in [6]. They obtained
several results in the single-pair and spanning settings, including an O (logn +log 1)-
approximation for the spanning case, and an O (k? log n)-approximation (where k is
the width) for the single-pair case. We note that although it is not explicitly mentioned
in their work, the O (k? log n)-approximation extends easily to the single-source set-
ting, where there is some r € V such that every terminal pair is of the form (r, 7).
This algorithm uses the augmentation approach along with a reduction to the Hitting
Set problem, and crucially uses the fact that any partial solution is connected. [6]
also obtain an O(1)-approximation for the single-pair problem in the special case of
k = 2. In the setting where the input graph is planar, Adjiashvili [3] provided an
O (k?)-approximation for single pair and spanning problems.

On the hardness front, [6] showed that when the width is large, both the single pair
and spanning problem are hard to approximate to an £2(log i) factor via a simple
reduction from Set Cover. Furthermore, it is not difficult to see that the single pair
problem is hard to approximate up to a factor £2(log”~€ n) via reduction from Group
Steiner Tree (following similar ideas of [39] in proving hardness of Capacitated net-
work design). When the width is fixed, Adjiashvili [3] showed that for some fixed
¢ > 0, it is NP-hard to approximate Bulk-SNDP (in both spanning and single-pair
settings) within a factor of ck, even when the input graphs are series-parallel. This
shows that some dependence on width is necessary in the approximation ratio. There
are stronger inapproximability results in directed graphs; we omit a discussion here
and refer the reader to [6] for details.

Relative Network Design; This model was introduced in recent work [24]. The
authors obtain a 2-approximation for the spanning case via the iterated rounding tech-
nique even though the requirement function is not skew-supermodular. They also
obtain a simple 2-approximation when the maximum requirement is 2. They obtain a
%—approximation for the (s, 7)-case when the maximum demand is 3. In more recent
work [25], the authors obtain a 2-approximation for general RSNDP when the maxi-
mum demand is 3, and a 20(k2)—approximation for the (s, t)-case when the maximum
demand is k.

Group Connectivity: Group connectivity was first studied in the single-source,
one-connectivity setting known as Group Steiner Tree. Garg et al. [31] described a
randomized algorithm to round a fractional solution to a cut-based LP relaxation when
G is a tree — it achieves an O (log n log r)-approximation, where r is the number of
groups. This result is essentially tight [40, 41]. Using tree embeddings with O (log n)
expected distortion [12, 27], one can extend the algorithm to general graphs and obtain
an O (log? n log r)-approximation. For general graphs an O (log® r)-approximation
can be obtained in quasi-polynomial time [20, 32, 35]. Set Connectivity is a general-
ization of group Steiner tree problem to multiple source-sink pairs of sets. This was
first introduced by Alon et al. in the online setting [7]. In the offline setting, Chekuri
et al. [18] obtained a polylogarithmic approximation ratio with respect to the LP by
extending ideas from Group Steiner Tree.

The higher connectivity setting, known as Survivable Set Connectivity, was studied
by Chalermsook, Grandoni and Laekhanukit [17], motivated by earlier work in [37].
Here each pair (S;, T;) has a connectivity requirement k; which implies that one seeks

@ Springer



C. Chekuri, R. Jain

k; edge-disjoint paths between S; and T; in the chosen subgraph H. [17] obtained a
bicriteria-approximation via Ricke tree and group Steiner tree rounding. The recent
work of Chen et al. [21] uses related but more sophisticated ideas to obtain the first
true approximation for this problem. They refer to the problem as Group Connectivity
problem and obtain an O (k* log k log® n(k log n + log r))-approximation where k =
max; k; is the maximum connectivity requirement and r is the number of groups (see
[21] for more precise bounds).

Organization: Section 2 sets up the relevant background on the LP relaxations for
Flex-SNDP and Bulk-SNDP and on the augmentation framework. Section 3 provides
the proofs of Theorems 1 and 2. Section 4 provides the proofs of Theorems 3 and
the resulting corollaries 1 and 2. Section 5 provides the proofs of Theorems 4 and the
resulting corollaries 3 and 4.

2 Preliminaries

Throughout the paper we will assume that we are given an undirected graph G =
(V, E) along with a cost function ¢ : E — R>0. When we say that H is a subgraph
of G = (V, E) we implicitly assume that H is an edge-induced subgraph, i.e. H =
(V, F) for some F C E. For any subset of edges FF € E and any set S € V we use
the notation § (S) to denote the set of edges in F that have exactly one endpointin S.
We may drop F if it is clear from the context. For all discussion of flex-connectivity,
we will let S denote the set of safe edges and I/ denote the set of unsafe edges.

2.1 LP relaxations

Flex-SNDP: We describe an LP relaxation for (p, ¢ )-Flex-SNDP problem. We assume
for simplicity that (p;, g;) is either (p, g) or (0, 0) for all pairs of vertices (see Remark
2). Thus we can describe the input as a set of & terminal pairs (s;, ;) € V x V and
the goal is to choose a min-cost subset of the edges F such that in the subgraph
H = (V, F),s; and t; are (p, q)-flex-connected for all i € [h]. LetC = {S C V |
i € [h] s.t. |SN{s;, t;}| = 1} be the set of all vertex sets that separate some terminal
pair. For a set of edges F to be feasible for the given (p, ¢)-Flex-SNDP instance, we
require that forall S € C, |§F(S) \ B| > p for any B C U with |B| < gq.

Consider the natural LP relaxation with variables x, € [0, 1] for each ¢ € E and
cut covering constraints expressing the aforementioned condition: ) s (S)—BXe =D
for any B C U with |B| < ¢q. Unfortunately these constraints are not adequate
by themselves. To see this, consider a cut S with N unsafe edges, each with x, =
p/(N — q). For all subsets B of g unsafe edges, 2365(5)73 X. > p. However, the
total sum of capacities on this cut is 2665(3) Xe =p+ Nq—f, which we can set to be
arbitrarily close to p by increasing N. Since all edges on §(S) are unsafe, any integral
solution would need at least p 4 g edges. One can use this argument to show that the
integrality gap of this formation is at least (p + ¢g)/p even for a graph with two nodes
s, t and N parallel edges.
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To obtain an improved LP, we use a connection to capacitated network design: we
give each safe edge a capacity of p 4 ¢, each unsafe edge a capacity of p, and require
p(p + g) connectivity for the terminal pairs; it is not difficult to verify that this is a
valid constraint. These two sets of constraints yield the following LP relaxation with
variables x, € [0, 1],e € E.

min Z c(e)x,

ecE
subject to Z Xe>p SeC,BCU,|B|<q
e€8(S)—B
(P+q) D xe+p > xe=pp+q) SecC
ec85(S) ecsy(S)

xe €[0,1] ecE

The following lemma borrows ideas from [13, 15].

Lemma 1 The Flex-SNDP LP relaxation can be solved in n®@ time. For (p, q)-FGC,
it can be solved in polynomial time.

Proof We show an n?4@) separation oracle for the given LP. Suppose we are given
some vector x € [0, 175!, We first check if the capacitated min-cut constraints are
satisfied. This can be done in polynomial time by giving every safe edge a weight of
p + g and every unsafe edge a weight of p, and checking that the min-cut value is at
least p(p + ¢g). If it is not, we can find the minimum cut and output the corresponding
violated constraint. Suppose all capacitated constraints are satisfied. Then, for each
B C U, |B| < g weremove B and check that for each s, r € T, the s-f min-cut value
in the graph G — B with edge-capacities given by x is at least p. Since there are at
most n9@ such possible sets B, we get our desired separation oracle.

Next, we show a polynomial time separation oracle for the given LP in the special
case of (p, q)-FGC. We start with the same process as above to check that all capaci-
tated constraints are satisfied. Then, if there is a remaining unsatisfied constraint, there
must be some S C V and some B € U, |B| < g, such that 3, 55)_pXe < p.In
particular, Y, sns(s)—p Xe < P and Y _,cpynss)—p Xe < p- We claim that the total
weight (according to weights (p + ¢) for safe edges and p for unsafe edges) going
across §(S) isat most 2p(p + ¢g): at most (p + g) p from S N (6(S) — B), at most p2
from U N (8(S) — B), and at most pg from B. Recall that the min-cut of the graph
according the weights has already been verified to be at least p(p + ¢). Hence, any
violated cut from the first set of constraints corresponds to 2-approximate min-cut. It
is known via Karger’s theorem that there are at most O (n*) 2-approximate min-cuts
in a graph, and moreover they can also be enumerated in polynomial time [46, 47].
We can enumerate all 2-approximate min-cuts and check each of them to see if they
are violated. To verify whether a candidate cut S is violated we consider the unsafe
edges in §(S) NU and sort them in decreasing order of x, value. Let B’ be a prefix of
this sorted order of size min{q, |5(S) NU|}. It is easy to see that §(S) is violated iff it
is violated when B = B’. Thus, we can verify all candidate cuts efficiently. O
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Remark 2 Tt is not difficult to generalize the preceding discussion to the setting where
each terminal pair has its own connectivity requirement (p;, ¢;). Let p = max; p;,
q = max; g;.Foreach p’ < p, ¢’ < g, we write the preceding LP restricted to terminal
pairs for which (p;, gi) = (p’, q’). We obtain the final LP relaxation by taking the
intersection of the constraints over all (p’, ¢’). This blows up the size of the LP only
by a factor of O(pq). The n©@ separation oracle is also simple, as one can check the
constraints separately for each (p’, ¢’).

Bulk-SNDP: We can similarly define an LP relaxation for the Bulk-SNDP problem.
As above, we have a variable x, € [0, 1] for each edge e € E.

min Z c(e)x,

ecE

subject to Z xe>1 V(F;,Kj) € 2, S separates a terminal pair in KC;
e€8(S\F;

x. € [0, 1]

Lemma 2 The Bulk-SNDP LP relaxation can be solved in time polynomial in n and
WU

Proof We show a polynomial time separation oracle for the LP. For each scenario
(Fj,Kj),let G; = G\ F;. For each pair (u, v) € K;, we check that the minimum
u-v cutin G is at least 1. O

Remark 3 The above discussion centered around LP relaxations for SNDP variants
of problems. These can easily be extended to group connectivity by hitting all cuts
S C V that separate some terminal sets (i.e. A; £ S, B; € V \ S).

2.2 Augmentation framework

Flex-SNDP: Suppose G = (V, E), {s;, ti}ic[n] 1s an instance of (p, g)-Flex-SNDP.
As above, we assume for simplicity in this discussion that p; = p, q¢; = g forall s;, t;
pairs. For the single pair and spanning settings, this assumption holds since all terminal
pairs have the same connectivity requirement. We address Flex-SNDP in Section 4 and
Section 5, and we will discuss in those respective sections how to handle terminal pairs
that may have different connectivity requirements. We observe that (p, 0)-Flex-SNDP
instance can be solved via 2-approximation to EC-SNDP. Hence, we are interested
in g > 1. Let F} be a feasible solution for the (p, ¢ — 1)-Flex-SNDP instance. This
implies that for any cut S that separates a terminal pair we have [67,ns(S)| > p or
[6F,(S)| > p + g — 1. We would like to augment F; to obtain a feasible solution to
satisfy the (p, g) requirement. Define a function f : 211 - {0, 1} where f(S) =1
iff (i) S separates a terminal pair and (ii) [6p,ns(S)| < p and |6F (S)| =p +q — 1.
We call S aviolated cut with respect to Fy. We say F, € E \ F] is a feasible cover for
fifdp,(S) = f(S) forall S. Since F; satisfies (p, g — 1) requirement, if [§p,ns| < p
it must be the case that |5, (S)| > p 4+ g — 1. The following lemma is simple.
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Lemma 3 Suppose F» C E \ F| is a feasible cover for f. Then F| U F; is a feasible
solution to (p, q)-Flex-SNDP.

The augmentation problem is to find a min-cost subset of edges to cover f in G — Fj.
The key observation is that the augmentation problem does not distinguish between
safe and unsafe edges and hence we can rely on traditional connectivity augmentation
ideas. Note that if we instead tried to augment from (p — 1,q) to (p, g)-flex-
connectivity, we would still need to distinguish between safe and unsafe edges. The
following lemma shows that the LP relaxation for the original instance provides a
valid cut-covering relaxation for the augmentation problem.

Lemma4 Let x € [0, 115! be a feasible LP solution for a given instance of (p, q)-
Flex-Steiner. Let Fy be a feasible solution that satisfies (p, g — 1) requirements for the
terminal. Then, for any violated cut S C V in (V, F1), we have Zeeé(s)\ﬂ Xe > 1.

Proof Suppose S < V is violated in (V, F1), then |67 (S)] = p +¢g — 1, and
[6F,ns(S)| < p. Therefore, there are at least g unsafe edges in 6, (S). Let B C
8F, (S) NU such that |B| = ¢q. Then, |6, (S) \ B|] < p — 1, and since x, < 1 for
alle € E, Zeegﬂ (s)-Xe = p — 1. By the first LP constraint, Zeea(s)_B Xe > p.

Therefore, 3,55\, Xe = 1 as desired. o

Bulk-SNDP: Adjiashvili et al. [6] also define a corresponding augmentation problem
for the bulk robust network design model as follows: given an instance to Bulk-SNDP,
let 21 = Uje[u]{(F,le) t|F|<€—1and F C F;}.Let H,_1 C E be a subset
of edges that satisfy the constraints defined by the scenarios in §2¢_;. Then, a solution
to the augmentation problem from £ — 1 to £ is a set of edges H' such that H,_; U H’
satisfies the constraints defined by scenarios in £2;. It is not difficult to verify that
any solution to the original instance £2 is also a solution to any of the augmentation
problems, and any solution satisfying all scenarios in £2; also satisfies all scenarios in
£2, where k is the width of the Bulk-SNDP instance.

3 Uncrossability-based approximation algorithms

In this section, we prove Theorem 1 and Theorem 2. Recall that we are given a graph
G = (V, E) with cost function on the edges ¢ : E — IR and a partition of the edge
set E into safe edges S and unsafe edges /. In the (p, ¢)-FGC problem, our goal is to
find the cheapest set of edges such that every cut has either p safe edges or p + ¢ total
edges. The (p, q)-Flex-ST problem is similar, except that we are also given s, t € V
as part of the input and we focus only on cuts separating s from ¢.

We start by providing some necessary background on uncrossable/ring families and
submodularity of the cut function. We then prove a simple O (g)-approximation for
(2, ¢)-FGC by directly applying existing algorithms for covering uncrossable func-
tions. Next, we devise a framework for augmentation when the requirement function
is not uncrossable. Finally, we prove our results for special cases of (p, ¢)-FGC and
(p, q)-Flex-ST using this framework.
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Submodularity and posimodularity of the cut function: It is well-known that the
cut function of an undirected graph is symmetric and submodular. Submodularity
implies that forall A, B C V, |6(A)| 4+ |6(B)| = [6(AN B)|+ |§(A U B)|. Symmetry
and submodularity also implies posimodularity: forall A, B C V, |§(A)| + |6(B)| >
[6(A—B)|+|6(B — A)|.

Uncrossable functions and families: Uncrossable functions are a general class of
requirement functions that are an important ingredient in network design [34, 36, 48,
55].

Definition 1 A function f : 2V — {0, 1} satisfying f(V) = 0 is uncrossable if for
every A, B C V such that f(A) = f(B) = 1, one of the following is true:

@ f(AUB) = f(ANB) =1,
(i) f(A-B)=f(B-A) =1
A family of cuts C € 2V is an uncrossable family if the indicator function f¢ : 2V —
{0, 1} with f(S) = 1iff S € C is uncrossable. For any A, B € C, if A and B satisfy
(i) or (ii) above, we say A and B uncross with respect to C. We often simply write

A and B uncross when C is clear from context. Two sets A, B properly intersect if
ANB#@Pand A —B,B— A # (.

For a graph G = (V, E), a requirement function f : 2V {0, 1}, and a subset of
edges FF C E, we say aset S C V is violated with respect to F, f if f(S) = 1 and
8r(S) = @. The following important result gives a 2-approximation algorithm for the
problem of covering an uncrossable requirement function.

Theorem 5 ([55]) Let G = (V, E) be an edge-weighted graph and let f : 2V —
{0, 1} be an uncrossable function. Suppose there is an efficient oracle that for any
F C E outputs all the minimal violated sets with respect to F, f. Then there is an
efficient 2-approximation for the problem of finding a minimum cost subset of edges
that covers f.

A special case of uncrossable family of sets is a ring family. We say that an uncross-
able family C € 2V is a ring family if the following conditions hold: (i) if A, B € C
and A, B properly intersect then A N B and A U B are in C and (ii) there is a unique
minimal set in C. We observe that if C is an uncrossable family such that there is a
vertex s contained in every A € C then C is automatically a ring family. Theorem 5
can be strengthened for this case. There is an optimum algorithm to find a min-cost
cover of a ring family — see [29, 49, 50].

In order to use Theorem 5 in the augmentation framework, we need to be able
efficiently find all the minimal violated sets of the family. As above, we let F; denote
a feasible solution for the (p, g — 1)-Flex-SNDP instance. For any fixed p, g, we can
enumerate all minimal violated sets in n?P*4) time by trying all possible subsets of
p+qg — 1 edges in F;. In the context of (p, g)-FGC, the total number of violated cuts
in the augmentation problem is bounded by O (n*). See [13] and the proof of Lemma 1
for details.

Many of the arguments in the rest of this section center around showing that a certain
family (or subfamily) of violated cuts is uncrossable. We say that C is symmetric if
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A € C implies that V — A € C. In many undirected graph connectivity problems we
are interested in symmetric families of violated cuts; they arise due to the symmetry
in the requirement function and the cut function. We use the following lemma:

Lemma5 LetC be a symmetric family of cuts. If A, B € C such that AUB =V, then
A and B uncross.

Proof Suppose AU B = V. By symmetry of C, V \ A, V \ B € C. However, since
AUB=V,VNA=B\Aand V\ B = A\ B;thus A and B uncross. O

Thus when proving that some symmetric family C is uncrossable, it suffices to show
that for all A, B € C that properly intersect and A U B # V, then A and B uncross.

3.1 An O(g)-approximation for (2, q)-FGC

The following lemma shows that the augmentation problem for increasing flex-
connectivity from (2,qg — 1) to (2, q) for any ¢ > 1 corresponds to covering an
uncrossable function.

Lemma 6 The set of all violated cuts when augmenting from (2, g — 1)-FGC to (2, q)-
FGC is uncrossable.

Proof Let F C E be a feasible solution to (2, g — 1)-FGC. Suppose A, B are two
violated cuts that properly intersect. Since A is a violated cut, § 7 (A) contains at most
1 safe edge and at most g + 1 total edges, similarly 6 (B). Since F satisfies the
requirements of (2, ¢ — 1)-FGC, § r(A) and §  (B) must each have exactly g + 1 total
edges.

First, suppose |8 pns(A N B)| < 2 and |§pns(A U B)| < 2. Since F is feasible for
2,q — D-FGC, |6 F(ANB)| > g+ 1,and [6F(A U B)| > g + 1. By submodularity
of the cut function, [§F(A N B)| + |§p(AU B)| < |6r(A)| + |6r(B)| = 2(q + 1).
Therefore, [6F(ANB)| = |16p(AUB)| = g+ 1. Sinceboth§r(AUB) and §r (AN B)
have exactly ¢ + 1 edges and at most one safe edge, A U B and A U B are violated.
This implies A and B uncross.

By the same reasoning, using posimodularity of the cut function, we can argue that
atleast one of 6 (A — B) and 6 (B — A) must have at least 2 safe edges otherwise both
A—B, B—A are violated which implies that A, B uncross. Suppose |6 pns(A—B)| < 2
and |§pns(B — A)| < 2. Since F is feasible for (2, ¢ — 1)-FGC, |6 (A—B)| > g+1,
and |6 (B—A)| > g+ 1. By posimodularity of the cut function, |§ p (A— B)|+|5r (B —
A)| < |6r(A)|4+16r(B)| = 2(qg+1). Therefore, [§F(A—B)| = |§p(B—A)| =g+ 1.
Since A — B and B — A are crossed by exactly g + 1 edges and at most one safe edge,
they are both violated cuts.

Thus, we can assume that one of §r(A N B) and (A U B) has 2 safe edges and
one of (A — B) and § (B — A) has 2 safe edges. Assume that |§pns(A N B)| > 2
and |§pns(A — B)| > 2; the other cases are similar. Recall that §(A) and §r(B)
each have at most one safe edge. Therefore, |6 pns(A N B) Udpns(A — B)| < 2, s0
there must be two safe edges in 67 (A — B) N §r (A N B), i.e. both safe edges must be
shared between the boundaries of A — B and A N B. However this implies that § 7 (B)
has two safe edges contradicting that B was violated. O
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Fig.1 Violated cuts when
augmenting from (3, 1)-FGC to
(3, 2)-FGC are not uncrossable.
Red dashed edges are unsafe,
green solid edges are safe. Let
A= {x1,x2}, B={x2,x3}. A
and B are violated, since they
each are crossed by two safe and
two unsafe edges, but

AU B = {x1,x2,x3} and

B — A = {x3} are not, since they
each are crossed by three safe
edges

The preceding lemma yields a 2(g + 1)-approximation for (2, ¢)-FGC as follows.
We start with a 2-approximation for (2, 0)-FGC that can be obtained by using an
algorithm for 2-ECSS. Then we augment in g stages to go from a feasible solution
to (2, 0)-FGC to (2, g)-FGC. The cost of augmentation in each stage is at most OPT
where OPT is the cost of an optimum solution to (2, ¢)-FGC. We can use the known
2-approximation algorithm in each augmentation stage since the family is uncrossable.
Recall from Section 2 that the violated cuts can be enumerated in polynomial time,
and hence the primal-dual 2-approximation for covering an uncrossable function can
be implemented in polynomial-time. This leads to the claimed approximation and
running time.

3.2 Identifying uncrossable subfamilies

We have seen that the augmentation problem from (2,qg — 1)-FGC to (2, ¢)-FGC
leads to covering an uncrossable function. Boyd et al. [13] showed that augmenting
from (p, 0)-FGC to (p, 1)-FGC also leads to an uncrossable function for any p > 1.
However this approach fails for most cases of augmenting from (p, ¢ — 1) to (p, q).
We give an example for (3, 1) to (3, 2) in Figure 1.

In certain cases, we can take a more sophisticated approach where we consider the
violated cuts in a small number of stages. In each stage, we choose a subfamily of the
violated cuts that is uncrossable. In such cases, we can obtain a 2£-approximation for
the augmentation problem, where ¢ is the upper bound on the number of stages.

Suppose we want to augment from (p,q — 1) to (p, g) (for either FGC or the
Flex-ST setting). Let G = (V, E) be the original input graph, and let F be our current
partial solution. Recall that a cut ¥ = A C V is violated iff |6r(A)| = p+¢q — 1,
[§Fns(A)| < p, and in the Flex-ST case, A separates s from f. We cover violated
cuts in stages. In each stage we consider the violated cuts based on the number of safe
edges. We begin by covering all violated sets with no safe edges, then with one safe
edge, and iterate until all violated sets are covered. This is explained in Algorithm 1
below.
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Algorithm 1 Augmenting from (p, g — 1) to (p, ¢) in stages
I: F/ < F

2: fori =0,..., p—1do

3:  C; < {S:Sisviolated and |8 prn g (S)| = i}

4: Fi’ < approximation algorithm to cover cuts in C; using edges in E \ F’
5 F <« F UF

6: end for

7: return F’

3.3 Approximating (p, q)-FGCforq < 4

In this section, we show that the above approach works to augment from (p, g — 1)-
FGC to (p, q)-FGC whenever ¢ < 3 and also for ¢ = 4 when p is even. The only
unspecified part of Algorithm 1 is to cover cuts in C; in the i’th stage. If we can prove
that C; forms an uncrossable family then we can obtain a 2-approximation in each
stage. First, we prove a generic and useful lemma regarding cuts in C;. We let F; C E
denote the set of edges F’ at the start of iteration i. In particular, F; is a set of edges
such that forall @ # A C V,if [6F, (A)| = p +¢q — 1, then |§p,ns(A)| > i.

Lemma7 Fix an iterationi € {0, ..., p — 1}. Let C; be as defined in Algorithm 1.
Then, if A, B € C; and

L 18(ANB)| =8 (AUB)|=p+q—1,0r
2. 18r(A=B)[=8r(B-A)=p+q—1

then A and B uncross, i.e. ANB,AUB e€CijorA—B,B— A €(;.

Proof By submodularity and posimodularity of the cut function, |5, (ANB)|+|8F, (AU
B)| and |6, (A — B)| 4 |8, (B — A)| are both at most 2(p + g — 1). First, suppose
|67, (AN B)| = [6r(AUB)| = p + g — 1. By submodularity of the cut function
applied to the safe edges F; N S,

2i = 18pns(A)] + 18F,ns(B)| = [6F,ns (AU B)[ + |8F,ns(A N B)I.

Since we are in iteration i, neither 8 , (A U B) nor 8, (A N B) can have less than i safe
edges. Therefore, [0 ,ns(AUB)| = |8;,ns(ANB)| = i.Then, ANB, AUB € C;,s0 A
and B uncross. In the other case, where |6, (A—B)| = |8, (B—A)| = p+g—1, wecan
use posimodularity of the cut function to show that [§ s (A—B)| = |§p,ns(B—A)| =
i,SOA—B,B— A €e(;. O

Note that the preceding lemma holds for the high-level approach given by Algorithm
1. Now we focus on cases where we can prove that C; is uncrossable.

Lemma 8 Fix an iterationi € {0, ..., p — 1}. Let C; be as defined in Algorithm 1.
Then, for q < 3, C; is uncrossable.

Proof Let A, B € C;, and suppose for the sake of contradiction that they do not uncross.
By submodularity and posimodularity of the cut function, |85, (AN B)|+ |65, (AU B)|
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and |§F, (A — B)| + |8F, (B — A)| are both at most 2(p + g — 1). Thus by Lemma 7, at
least one of 8, (AN B) and 8 , (AU B) must have at most p+¢g —2 edges, and the same
holds for § , (A — B) and § , (B — A). Without loss of generality, suppose §, (A N B)
and §f, (A — B) each have at most p + g — 2 edges. By the assumptions on Fj, they
must both have at least p safe edges, hence they each have at most ¢ — 2 unsafe edges.
Note that 6, (A) € 65, (A — B)USfr, (AN B), hence 8f, (A) can have at most 2(g —2)
unsafe edges. When g < 3, 2(q —2) < ¢, which implies that § , (A) has strictly more
than p — 1 safe edges, a contradiction. Notice that § , (A) € 6, (B —A)USE (AUB),
8F,(B) C0F(A—B)USF,(AUB),and 8F,(B) C 8, (B— A)UGSF, (AN B); therefore
the same argument follows regardless of which pair of sets each have strictly less than
p +q — 2 edges. O

Corollary 5 For any p > 2 there is a (2p + 4)-approximation for (p, 2)-FGC and a
(4p + 4)-approximation for (p, 3)-FGC.

Proof Via[13] we have a 4-approximation for (p, 1)-FGC. We can start with a feasible
solution F for (p, 1)-FGC and use Algorithm 1 to augment from (p, 1) to (p, 2); each
stage can be approximated to within a factor of 2 since C; is an uncrossable family.
Since there are p stages and the cost of each stage can be upper bounded by the cost
of F*, an optimum solution to the (p, 2) problem, the total cost of augmentation is
2p-OPT. This leads to the desired (2 p +4)-approximation for (p, 2)-FGC. For (p, 3)-
FGC we can augment from (p, 2) to (p, 3) paying an additional cost of 2 p - OPT. This
leads to the claimed (4p + 4)-approximation. Following the discussion in Section 2,
covering the uncrossable families that arise in Algorithm 1 can be done in polynomial
time. O

Can we extend the preceding lemma for ¢ = 4? It turns out that it does work when
p is even but fails for odd p > 3.

Lemma9 Fix an iteration i < p — 2. Let C; be as defined in Algorithm 1. Then, for
q = 4, C; is uncrossable. Furthermore, if p is an even integer; C,_1 is uncrossable.

Proof Let A, B € C;, so 8F,(A) and 8F, (B) both have exactly i safe and p + 3 — i
unsafe edges. Suppose for the sake of contradiction that they do not uncross. By
submodularity and posimodularity of the cut function, |§f,(A N B)| + |§F, (A U B)|
and |§r, (A — B)| + |8F, (B — A)| are both at most 2(p + 3). Thus by Lemma 7, at
least one of 7, (AN B) and 6. (A U B) must have at most p + 2 edges, and the same
holds for 6 ;, (A — B) and 6, (B — A). Without loss of generality, suppose 8, (A N B)
and &, (A — B) each have at most p + 2 edges. By the assumptions on F;, they must
both have at least p safe edges.

Notice that each safe edge on 6, (A N B) or §, (A — B) must be in either §f, (A)
orér(ANB)NSE(A—B).Let£ = |6F,ns (AN B)NFns(A— B)|,i.e. the number
of safe edges crossing both A N B and A — B. Since [6f,ns(A)| =1,

i =18rns(A)| = 18pns(ANB)| 4+ 18pns(A — B)| —2¢ > 2p — 2¢,

implying that ¢ > 22=%. Note that 8, (A) C 8, (AN B)USF, (A — B). Furthermore, if
an edge crosses both AN B and A — B, then it must have one endpoint in each (since
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Fig.2 Violated cuts in
augmentation problem from

(p, 3)-FGC to (p, 4)-FGC are
not uncrossable when p is odd.
The numbers on edges denote
the number of parallel edges, red
dashed edges are unsafe, green
solid edges are safe. Let

A = {x1,x2}, B ={x2,x3};
both are crossed by exactly p — 1
safe edges and 4 unsafe edges.
However, AU B and B — A are
each crossed by p safe edges,
and A N B and A — B are each
crossed by p + 4 total edges 1

2

they are disjoint sets), and therefore does not cross A. Therefore,

187 (A < 18F, (AN B)[ + 18R (A = B)| =26 <2(p+2)—-2- [sz_ i—‘ .

Wheni < p—2,thisisatmost4 +i < p+ 2. Wheni = p — 1 and p is even,
2. P”T_’—‘ =2. {pTH—I =p+2,and 2(p +2) — (p +2) = p + 2. In either case,
we get |65, (A)| < p + 2, a contradiction to the assumption on A. O

The preceding lemma leads to a (6p + 4)-approximation for (p, 4)-FGC when p
is even by augmenting from a feasible solution to (p, 3), since we pay an additional
cost of 2p - OPT. The preceding lemma also shows that the bottleneck for odd p is
in covering C,_1. We show via an example that the family is indeed not uncrossable
(see Figure 2). It may be possible to show that C,,_| separates into a constant number
of uncrossable families leading to an O (p)-approximation for (p, 4)-FGC for all p.
The first non-trivial case is when p = 3. Note that in Figure 2, none of the cuts
AUB,ANB,A— B, B— A are violated, thus a new approach to partitioning the set
of violated cuts is necessary.

We also demonstrate that preceeding lemmas do not extend for ¢ = 5, even for even
p, by giving an example where two violated cuts are not uncrossable when augmenting
from (4, 4)-FGC to (4, 5)-FGC in Figure 3. Note that A and B each only have 3 safe
edges crossing them, so the argument that C; is uncrossable fori < p — 1 fails.

3.4 An O(1)-approximation for Flex-ST

In this section, we provide a constant factor approximation for (p, g)-Flex-ST for all
fixed p, g that satisfy p + g > pq/2. We follow the general approach outlined in 3.2
with some modifications. In particular, we start with a stronger set of edges F than in
the FGC case above. Let E’ C E denote a feasible solution to (p, g — 1)-Flex-ST.
Recall from Section 1 the capacitated network design problem, in which each edge
has an integer capacity u, > 1. Consider aninstance of the (p(p+¢))-Cap-ST problem
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2
9

Fig. 3 Violated cuts in augmentation problem from (4, 4)-FGC to (4, 5)-FGC are not uncrossable. The
numbers on edges denote the number of parallel edges. Red dashed edges are unsafe, green solid edges are
safe. Let A = {x, x2}, let B = {x2, x3}; both are in C3. A U B and B — A each have at least 4 safe edges,
and AN B and A — B each have 9 total edges, so none are violated

Fig. 4 Example where C; is not uncrossable when augmenting from (2, 1) to (2, 2)-Flex-ST. Red dashed
edges are unsafe, while green solid edges are safe. Let A = {s, x1}, B = {s, x2}. A and B are both crossed
by exactly one safe and two unsafe edges, but A U B is crossed by two safe edges and A N B is crossed by
four unsafe edges. A — B and B — A are not s-f cuts

on G where every safe edge is given a capacity of p + g and every unsafe edge is
given a capacity of p. Our goal is to find the cheapest set of edges that support a flow
of (p(p + q)) from s to z. It is easy to see that any solution to (p, ¢)-Flex-ST is also
a feasible solution for this capacitated problem: every s-z cut either has at least p safe
edges or at least p + ¢ total edges, and either case gives a capacity of at least p(p +¢q).
As mentioned in Section 1, there exists a max,(u#.) = (p + ¢g)-approximation for this
problem. Let E” C E be such a solution, and note that cost(E”) < (p + q) - OPT,
where OPT denotes the cost of an optimal solution to (p, g)-Flex-ST.

Let F = E' U E”. We redefine C to limit ourselves to the set of violated cuts
containing s, i.e. C = {A C V : 5 € A, t & A, |8pns(A)| < p, 18pruu(A)| =
p+q — 1}. By symmetry, it suffices to only consider cuts containing s, since covering
a set also covers its complement. Following the discussion in Section 3.2, we use
Algorithm 1 to cover violated cuts in stages based on the number of safe edges.
However, unlike the spanning case, the sets C; are not uncrossable in the single pair
setting, even for (2, 2)-Flex-ST (see Figure 4). In this case, we aim to further partition
C; into subfamilies that we can cover efficiently.

@ Springer



Approximation algorithms for network...

For the rest of the proof, we let F; C E denote the set of edges F’ at the start of
iteration 7. In other words, F; is a set of edges such that for all cuts A separating s
from ¢, if |6, (A)| = p + ¢ — 1, then |§p,ns(A)| > i. We begin with a structural
observation.

Lemma 10 Fix an iterationi € {0, ..., p — 1}. Let C; be as defined in Algorithm 1.
Let A, B € C;. Then, either

1. AUB,ANBe€e(;, or
2. max(|§;ns (AN B)|, 16ns(AU B)|) > p.

Proof First, note that if A and B separate s from ¢, then A U B and A N B both do as
well. Suppose |87, (AN B)| < p+q — 1. Since F C F;, any s-f separating cut with
less than p 4+ g — 1 edges must have at least p safe edges. Thus |6pns(A N B)| > p.
The argument is similar for the case where |§F, (AU B)| < p +¢q — 1.

By submodularity of the cut function, |65 (A N B)| + |65, (AU B)| < |65, (A)] +
[6F,(B)] = 2(p + g — 1). Therefore, if neither 57, (A N B) nor éf,(A U B) have
strictly less than p 4+ g — 1 edges, they must both have exactly p 4+ g — 1 edges. By
submodularity of the cut function applied to F; NS, |6 5,ns(ANB) |+ |8 ;,ns(AUB)| <
[6F;,ns (A)| + |8F,ns(B)| = 2i. By definition of F;, neither 6 ;, (AN B) nor § g, (AU B)
can have less than i safe edges. Therefore, |§;;ns(A N B)| = [6r,ns(AU B)| =1, s0
ANB,AUB €(;. O

Consider a flow network on the graph (V, F;) with safe edges given a capacity
of (p + ¢) and unsafe edges given a capacity of p. Since E” C F;, F; satisfies the
p(p + q)-Cap-ST requirement. Therefore, the minimum capacity s-f cut and thus the
maximum s-¢ flow value is at least p(p + ¢). Also note that the maximum s-z flow
value is at most (p +¢)?, since any cut with capacity (p +¢)? has at least p + ¢ edges
and is therefore satisfied, and we assume there is at least one unsatisfied cut. Since
capacities are integral, there is some integral max flow f. By flow decomposition, we
can decompose f into a set P of | f| paths, each carrying a flow of 1, and we can find
‘P in polynomial time.

For each Q C P where |Q| = i, we define a subfamily of violated cuts Cl.Q as
follows. Let @ = {Py, ..., P;}. Then, A € C; is in CiQ iff there exist distinct edges
el,...,e €& satisfying:

1. Vj € [il. 85, (A) N P} = {e;}.
2. pns(A) =f{e1, ..., e}

Informally, CiQ is the set of all violated cuts that intersect the paths of Q exactly once
and on a distinct safe edge each.

Lemma 11 Suppose p+q > pq/2.If A € C;, then there exists some Q C P, |Q| =i,
such that A € CiQ.

Proof Let A € C;. Suppose for every e € 8p.ns(A), there is a path P, € P such that
e € P, and for any ¢’ € §F,(A), ¢’ # e implies that ¢’ ¢ P,. Then, by the definition
above, A € CiQ, where Q = {P, : e € 5f,ns(A)}. Therefore, it suffices to show that
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these paths P, exist. Suppose for the sake of contradiction that there is some safe edge
e* crossing A without a unique flow path; that is, either there is no path in P containing
e*, or every path in P containing e* also contains some other e’ € §f, (A).

Since A € C;, A is crossed by exactly i safe edges (each with capacity p + ¢) and
p +q — 1 — i unsafe edges (each with capacity p). We bound the number of paths of
‘P that intersect 8, (A). For each e € 6f,(A), we let P, € P denote the set of paths
in P that contain edge e. Since each path of P carries a flow of 1, |P,| is at most
p + q for safe edges and at most p for unsafe edges. Furthermore, by assumption on
e*, P C Ueesr, (A)\{e*} Pe. Thus the number of paths that intersect §, (A) is at most

| Ueesr, (a) Pel = | Ueesr,ns\er) Pel + 1 Uees, ri(a) Pel
<@-Dp++(p+qg—-1-DHp=pp+q +iqg—2p—q).

Recall that |P| > p(p + ¢q). Since A separates s from ¢, every path in P must
intersect § ; (A) at least once. Therefore, iqg —2 p — g must be non-negative. However,
if2p+2g > pg,theniqg —2p—q=(G(+1)g—2p+2q) <(i+1)g—pqg <0.
The last inequality follows from the fact that i < p — 1. This gives us our desired
contradiction. O

The above lemma shows that uggmgzicig = C;. Therefore, it suffices to cover
each C,.Q.

Lemma 12 Forany Q C P, |Q| =1, CI.Q is a ring family.

Proof Fix Q C P such that |Q| = i, and let A, B € Cl.Q. Let P € Q be arbitrary.
Since A, B € Cl.Q, Jey, e € S (not necessarily distinct) such that {e;} = 6, (A) N P
and {e2} =65, (B) N P.

Note that AU B and A N B are both s-¢ cuts, since A and B both separate s from 7.
Since P is an s-¢ path, it must cross both § . (A U B) and 6, (A N B) an odd number
of times. However, any edge that crosses A U B or A N B must also cross either A or
B. Therefore, P can only cross A U B and A N B through e or e;. This implies that
|[PNSFR(ANB)| =|PNéF(AUB)| = 1.Since P € Q was arbitrary, this holds for
all P € Q,s0 AU B and A N B satisfy condition (1) for CiQ.

Next, note that neither e nor e; can be in any other P’ # P € Q, since that would
violate the condition that both §7(A) and § ¢ (B) intersect each path in Q at a distinct
safe edge. Therefore, A U B and A N B satisfy condition (2) for Cl.Q.

It remains to show that A U B and A N B are in C;. Since AU B and A N B
are each crossed by a distinct safe edge for each path in Q, they must each have at
least i safe edges. By submodularity of the cut function, |8 pns(A U B)| 4+ |§rns(A N
B)| < |6rns(A)| + 16Frns(B)| = 2i, so they must each have exactly i safe edges. By
Lemma 10, since i < p, AU B and A N B must both be in C;, as desired. 0

We combine the above lemmas to obtain a constant factor approximation for cov-
ering C;.

Lemma 13 Suppose p+q > pq/2 and p, q are fixed. Then, there exists an algorithm
2
that runs in n9 P19 time 1o cover all cuts in C; with cost at most ((pf.q) ) - OPT.
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Proof We start by finding P as described above. Foreach @ C P with |Q| = i, we can
solve the augmentation problem of finding the minimum cost subset Fg € E '\ F; such

that 8o (A) > 1 forall A € C2. Since Ugep,01=iC2 = Ci, Fi = Ugep, 0= Fo
2

covers all cuts in C;. There are at most ((1’ t.") ) such subsets Q. For each, we can find

the minimum violated cuts in n°?*9 time, since each violated cut in C; has exactly

p + g — 1 edges on its boundary.

From the discussion in Section 2, since each Cl.Q is aring family, the corresponding
augmentation problems can be solved exactly, so cost(Fg) < OPT. Thus, cost(F;) <

(P9 . OPT. o

The above lemma gives us Theorem 2 as a corollary. At the beginning of each
augmentation step, before running Algorithm 1, we compute a solution to the (p(p +
q))-Cap-ST problem, which we can do with cost at most (p + ¢) - OPT. Summing
over ¢ augmentation iterations gives us the desired (p + ¢)??) approximation ratio.

Remark 4 The approximation factor in Theorem 2 can be optimized slightly. For
example, the algorithm we describe gives a 5-approximation for (2, 2)-Flex-ST (see
Appendix B). We omit the details of this optimization for other values of (p, ¢) in this
paper and instead focus on showing constant factor for fixed p, g.

4 Approximating non-uniform SNDP problems

In this section we prove Theorem 3, obtaining a polylogarithmic approximation algo-
rithm for Bulk-SNDP. We use the augmentation framework described in Section 2.
Recall that given an instance G, §2 to Bulk-SNDP, we let £2, = Ujem]{(F, K :
|F| < £and F C F;}. The augmentation problem from £ — 1 to £ takes a partial solu-
tion H satisfying all scenarios in £2,_1 and attempts to augment H with an additional
set H' C E \ H such that H U H’ satisfies all scenarios in £2.

In the general case of Bulk-SNDP, unlike the special cases discussed in Section 3,
the family of violated cuts do not seem to have any good structure that we can exploit.
Furthermore, there could be exponentially many violated cuts, even for small width.
Thus we use a new cut covering tool given by [38]. At a high level, the idea is to
cover violating edge sets instead of vertex sets. Let H be an existing partial solution
satisfying £2,_1. We call F C E, |F| < £ a violating edge set if there exists j such
that (F, KC;) € 20 and H \ F disconnects some pair u, v € K;. Since |E| < n2, there
are at most O (n2) violating edge sets. We aim to cover F with respect to (i, v) by
buying a path in E \ F from the component of H \ F containing u to the component
of H \ F containing v. The following is a simple observation.

Claim H' C E \ H is a feasible solution to the augmentation problem iff for each
violating edge set F and every corresponding terminal pair (#, v) disconnected in
H \ F, H' contains a path covering F with respect to («, v).

Unfortunately, covering edge sets is more complicated than covering vertex sets,
since H \ F may have many components and there could be exponentially many paths
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between components of H \ F. The key idea of [38] is a tree-based cost-sharing lemma
that allows us to consider only polynomially many paths with a polylogarithmic loss in
the approximation ratio. We begin by providing background on this machinery before
giving the algorithm and analysis for Bulk-SNDP.

4.1 Cut-cover lemma and tree embeddings

In [38], Gupta, Krishnaswamy, and Ravi consider the online version of the SNDP
problem, where they are initially given a graph G = (V, E), and terminal pairs to be
connected arrive in an online fashion. They obtain an O (k log> 1) approximation via
the augmentation framework, where & is the maximum connectivity requirement. For
any tree T, we let Pr(u, v) denote the unique tree path between u and v. If T has
the same vertex set as G, we use Pr(e) interchangeably with Pr(u, v) for an edge
e = uv € E(G). The key idea in [38] is to show that if we have a spanning tree
T and a partial solution H that contains some relevant tree paths, then we can cover
all violated edge sets using only the fundamental cycles of the tree, i.e. {e} U Pr(e)
for e € E. It is not difficult to see that this idea can be extended beyond SNDP to
non-uniform settings as well. We summarize a slightly generalized version of their
results in the following lemma, referred to as the cut-cover lemma.

Lemma 14 ([38]) Consider a graph G = (V,E), let s,t € V and let T be any
spanning tree of G. Let H € G be a subgraph of G that contains Pr(s,t) and let
F C E(H) be any minimal set of edges of H such that s and t are disconnected in
H \ F. We denote by L and R the connected components of H \ F containing s and
t respectively. Suppose for some E* C E that s and t are connected in E* \ F. Then,
Jde € E* such that the fundamental cycle {e} U Pr(e) \ F connects some vertex in L
to some vertex in R.

In order to use the cut-cover lemma to obtain an approximation algorithm, one
must obtain a good spanning tree. In particular, we will need a tree in which the cost
Pr(e) is not too much more than c(e). We use the following result on probabilistic
distance-preserving spanning tree embeddings.

Lemma 15 ([1, 26]) Given a graph G = (V, E) with non-negative edge costs c(e),
there exists a distribution T over spanning trees T = (V, E7), ET C E such that for
allu,v € V, Eldr(u, v)] < O(lognloglogn)dg(u, v). The metrics dr and dg are
defined by the shortest paths in T and G respectively according to c(e).

4.2 Algorithm for augmentation problem

We show how to apply the cut cover lemma of [38] to solve the Bulk-SNDP
augmentation problem from ¢ — 1 to ¢, where Hy_; is the partial solution for
¢ — 1. Let T be a tree sampled from the distribution 7 given by Lemma 15. Let
Hp = Ujeu Uu.vyek; Pr(u,v). Let H denote Hy_; U Hp. We show that we can
solve the augmentation problem via a reduction to Hitting Set.

In the Hitting Set problem (which is the same as Set Cover in the dual set system), we
are given a universe I/ of elements along with a collection of sets S = {S, ..., Sy},
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where each S; € U. Each element e in U/ has a cost c(e). The goal is to find the
minimum cost subset of elements X C U such that X N S; # @ for all i € [a]. We
say an element x; € U hits a set §; if x; € S;. We define the following Hitting Set
instance:

— Elements: The set of elements is E \ E(H). The cost of this element is c({e} U
Pr(e)),

— Sets: Each pair (F, uv) corresponds to a set, where F C E is a violating edge set
that separates u from v in H, and 3K; with (4, v) € K; and (F, ;) € £2¢. An
edge e hits a tuple (F, uv) if u and v are connected in (H U {e} U Pr(e)) \ F.

Note that the number of violating edge sets F' is at most (ET 1) < n?¢, and the number

of elements is at most 2. Furthermore, one can find all such violating edge sets in
time u( ﬁl) =n%® since u < (’Z) There are polynomial-time algorithms that given
a Hitting Set instance with o sets and 8 elements outputs an O (log o) approximate
feasible solution [54, 56]. Thus, in time n2® we can use such an algorithm to obtain
an O (log(n***2)) = O (¢ log n)-approximation to the preceding Hitting Set instance.
Let E’ be such a solution and let H' = U,cg/({e} U Pr(e)). We return Hp U H'.

4.3 Cost and correctness proofs

We begin by proving correctness of the above algorithm.
Lemma 16 H U H’ satisfies all scenarios in $2y.

Proof Suppose for the sake of contradiction that there exists some (F, ;) € £2¢ not
satisfied by H U H'. Let (4, v) € K; be a terminal pair disconnected in (H U H') \ F.
By construction, (F, uv) must have been a set in the Hitting Set instance above. By
Lemma 14, there exists some edge e such that ({e}U Pr (e)) \ F connects the component
of H \ F containing u to the component of H \ F containing v. In particular, this
means that # and v are connected in (H U {e} U Pr(e)) \ F. Thus there exists an
element in the Hitting Set instance that hits (F, uv). Since E’ is a feasible solution,
it must contain an element that hits (F, uv), so H' must contain a fundamental cycle
covering (F, uv). O

Next, we bound the expected cost of this algorithm.
Lemma 17 E[c(Hp)] < O(lognloglogn)OPT.

Proof Fix an optimal solution E* to the given instance of Bulk-SNDP. Let H} =
Ueck* Pr (e) be the tree paths connecting the endpoints of all edges in E*. By Lemma
15, E[c(H})] <) ,cp+ Elc(Pr(e)] < Y, cp+ O(lognloglogn)c(e), which is

O (log nloglogn)OPT. Finally, note that for every terminal pair (u,v), Hp must
contain the unique tree path between u and v, since E* connects all terminal
pairs so Hj does as well. Therefore, Hp C Hp, so E[c(Hp)] < E[c(Hp)] <
O(lognloglogn)OPT. O

Lemma 18 E[c(H')] < O (£log? nloglog n)OPT.
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Proof Let E* be an optimal solution to the augmentation problem. We will apply the
cut-cover lemma (Lemma 14) to show that E* is a feasible solution to the Hitting Set
instance. First, note that 7 is a spanning tree and H contains all tree paths connecting
terminal pairs, since H contains Hp. Next, note that for all (¥, uv) corresponding to
sets in the Hitting Set instance, E* connects # and v in E* \ F, since E* is a feasible
solution to the augmentation problem. Finally, note that any violated set F must be
minimal, since H satisfies all scenarios in £2y_;, which includes all strict subsets
of F. Thus, by Lemma 14, for each (F, uv) corresponding to a set in the Hitting
Set instance, there exists some e € E* that hits (F, uv). Therefore, E* is a feasible
solution to the Hitting Set instance. Since E’ is an O (€ log n)-approximation to the
Hitting Set problem, ¢(E") < O(£logn)c(E*) = O(£logn)OPT. By Lemma 15,

E[c(H)] =) (c(e)) + c(Pr(e)) < O(lognloglogn)c(E')
ecE’

<0 log2 nloglogn)OPT. -

Proof of Theorem 3 By Lemma 17 and Lemma 18, in expectation the augmentation

algorithm has cost E[c(Hp)]+E[c(H’)] < O(£1og? nloglog n)OPT. Summing over

all £ € [k], we get a total cost of O (k?log? n log log n)OPT. O

Corollary 2 for RSNDP follows immediately, since RSNDP is a special case of
Bulk-SNDP with width k. Flex-SNDP (where the connectivity requirements can be
different for distinct demand pairs) is also a special case of Bulk-SNDP, with width
p +q, where p = max; p; and ¢ = max; g;. Thus we immediately obtain an O ((p +
¢)*log? n log log n)-approximation in time n? (P4, We improve the approximation
ratio slightly in Corollary 1.

Proof of Corollary T We start with a 2-approximation for the EC-SNDP instance in
which the terminal pair s;, #; has connectivity requirement p;. Recall that this is equiv-
alent each s;, t; pair satisfying (p;, 0)-flex-connectivity. We then apply the cut cover
approach for the following augmentation problem, for j = 1, ..., g. In stage j, we
say a pair s;, t; is unsatisfied if ¢; > j. We augment connectivity of each unsatisfied
pair from (p;, j — 1) to (pi, j). It is easy to see that the correctness and cost analy-
sis above hold in this setting. The total cost is at most 20PT + 3 ., O((p +

q) log? nloglogn)OPT < O(q(p + q) log? nloglog n)OPT, as desired. O

5 LP-based approximation for Bulk-SNDP

In this section, we prove Theorem 4 and the resulting Corollaries 3 and 4. We
obtain poly-logarithmic approximations for Bulk-SNDP, Flex-SNDP, and RSNDP
with respect to their LP relaxations (see Section 2), and obtain approximations for
the group connectivity variants as well. We describe the algorithm and proofs for
the group connectivity setting since it generalizes SNDP. Recall that we are given as
input a graph G : (V, E) with cost function ¢ : E — R>¢ and a set of scenarios
2 ={(F;,K;) : j €[]}, where each K; consists of set pairs (S;, T;), S;, T; € V.
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Assume we have a partial solution H satisfying all scenarios in §2,_;. We augment
H to satisfy scenarios in £2;.

As in Section 4, our high level approach is to cover violated edge cuts rather than
vertex cuts. We do so by adapting an LP rounding technique given by [21] for Group
SNDP. We begin with some background on Ricke’s capacity-based probabilistic tree
embeddings and Tree Rounding algorithms for Group Steiner tree.

5.1 Racke tree embeddings

The results in this section use Ricke’s capacity-based probabilistic tree embeddings.
We borrow the notation from [21]. Given G = (V, E) with capacity x : E —
IR™ on the edges, a capacitated tree embedding of G is a tree 7, along with two
mapping functions M; : V(7) — V(G) and M» : E(T) — 2E(©) that satisfy
some conditions. M| maps each vertex in 7 to a vertex in G, and has the additional
property that it gives a one-to-one mapping between the leaves of 7 and the vertices
of G. M maps each edge (a, b) € E(7) to apath in G between M (a) and M (b).
For notational convenience we view the two mappings as a combined mapping M.
For a vertex u € V(G) we use M~ (1) to denote the leaf in 7 that is mapped to u
by M. For an edge ¢ € E(G) we use M~ (e) = {f € E(T) | e € Ma(f)}. It
is sometimes convenient to view a subset S € V(G) both as vertices in G and also
corresponding leaves of 7.

The mapping M induces a capacity function y : E(7) — Ry as follows.
Consider f = (a,b) € E(7). 7 — f induces a partition (A, B) of V(T) which
in turn induces a partition/cut (A’, B’) of V(G) via the mapping M: A’ is the
set of vertices in G that correspond to the leaves in A and similarly B’. We then
set Y(f) = X ,es(an X(e), in other words y(f) is the capacity of cut (A’, B") in
G. The mapping also induces loads on the edges of G. For each edge ¢ € G,
we let load(e) = Y rcp(ryeem(s) Y(f)- The relative load or congestion of e is
rload(e) = load(e)/x(e). The congestion of G with respect to a tree embedding
(7, M) is defined as max,cfg(c) rload(e). Given a probabilistic distribution D on
trees embeddings of (G, x) we let Bp = max.cgG) E(7, m)~p rload(e) denote the
maximum expected congestion. Ridcke showed the following fundamental result on
probabilistic embeddings of a capacitated graph into trees.

Theorem 6 ([52]) Given a graph G and x : E(G) — R™, there exists a probability
distribution D on tree embeddings such that Bp = O(log|V (G)|). All trees in the
support of D have height at most O (log(nC)), where C is the ratio of the largest to
smallest capacity in x. Moreover, there is randomized polynomial-time algorithm that
can sample a tree from the distribution D.

In the rest of the paper we use § to denote the guarantee provided by the preceding
theorem where 8 = O (logn) for a graph on n nodes. In order to use these prob-
abilistic embeddings to route flow, we need the following corollary, where we use
maxﬂowZH (A, B) to denote the max-flow between two disjoint vertex subsets A, B in
a capacitated graph H with capacities given by z : E(H) — R;.
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Corollary 6 Let D be the distribution guaranteed in Theorem 6. Let A, B € V(G) be
two disjoint sets. Then

(i) for any tree (T, M) in D, maxflow(; (A, B) < maxﬂow%—(./\/l_l(A), M~LB))
and

(ii) %E(T, My~plmaxflow- (M1 (A), M~ (B))] < maxflow; (A, B).

5.2 Oblivious tree rounding

As described in Section 1.3, Chalermsook, Grandoni and Laekhanukit [17] studied the
Survivable Set Connectivity problem. They describe a randomized oblivious algorithm
based on group Steiner tree rounding from [31]. This is useful since the sets to be
connected during the course of their algorithm are implicitly generated. We encapsulate
their result in the following lemma. The tree rounding algorithm in [17, 21] is phrased
slightly differently since they combine aspects of group Steiner rounding and the
congestion mapping that comes from Récke trees. We separate these two explicitly to
make the idea more transparent. We refer to the algorithm from the lemma below as
TreeRounding.

Lemma 19 ([17, 21]) Consider an instance of Set Connectivity on an n-node tree
T = (V, E) with height h and let x : E — [0, 1]. Suppose A, B C V are disjoint sets
and suppose K C E such that x restricted to K supports a flow of f < 1 between A
and B. There is a randomized algorithm that is oblivious to A, B, K (hence depends
only on x and value f) that outputs a subset E' C E such that (i) The probability that
E’' N K connects A to B is at least a fixed constant ¢ and (ii) For any edge e € E, the
probability that e € E' is min{1, 0(lfh log? n)x(e)}.

5.3 Rounding algorithm for the augmentation problem

We adapt the algorithm and analysis in [21] to Group Bulk-SNDP. Let 8 be the expected
congestion given by Theorem 6. We start by obtaining a solution {x.}.cp\g for the
LP relaxation (described in Section 2). Let E/ = E \ H; recall that H is a partial
solution satisfying all scenarios in £2¢_;. We define LARGE = {e € E' : x, > ﬁ},

and SMALL = {e € E' : x, < ﬁ}. The LP has paid for each ¢ € LARGE a cost
of at least c(e)/(4£8), hence adding all of them to H will cost O (¢ - OPTLp). If
LARGE U H is a feasible solution to the augmentation problem, then we are done
since we obtain a solution of cost O(€logn - OPTrp). Thus, the interesting case is
when LARGE U H is not a feasible solution.

Following [21] we employ a Récke tree based rounding. A crucial step is to set
up a capacitated graph appropriately. We can assume, with a negligible increase in
the fractional cost, that for each edge e € E’, x(e) = 0 or x(e) > n1—3; this can be
ensured by rounding down to O the fractional value of any edge with very small value,
and compensating for this loss by scaling up the fractional value of the other edges
by a factor of (1 + 1/n). It is easy to check that the new solution satisfies the cut
covering constraints, and we have only increased the cost of the fractional solution
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by a (1 4+ 1/n)-factor. In the subsequent steps we can ignore edges with x, = 0 and
assume that there are no such edges.

Consider the original graph G = (V, E) where we set a capacity for each e € E
as follows. If e € LARGE U H we set x, = 4é_f5' Otherwise we set X, = x,. Since the

ratio of the largest to smallest capacity is O(n?), the height of any Ricke tree for G
with capacities X is at most O (logn). Then, we repeatedly sample Ricke trees. For
each tree, we sample edges by the rounding algorithm given by Chalermsook et al. in
[17] (see Section 5.2 for details). A formal description of the algorithm is provided
below where ¢ and ¢ are two parameters that control the number of trees sampled and
the number of times we run the tree rounding algorithm in each sampled tree. We will
analyze the algorithm by setting both 7 and ¢’ to ® (£ log n).

Algorithm 2 Approximating the Bulk-SNDP Augmentation Problem from ¢ — 1 to £
H < partial solution satisfying scenarios in §2p_
{x}ecg <« fractional solution to the LP
LARGE < {e € E : x¢ > ﬁ}
SMALL < {e € E' : x, < @}
H <~ H ULARGE
if H is a feasible solution satisfying scenarios in §2; then return H

else .
5 5z e€H
5, < | 7B ,
Xe  otherwise
end if

D <« Ricke tree distribution for (G, X)
fori =1,...t do
Sample a tree (7, M, y) ~D
for j=1,...,1do
H'’ < output of oblivious TreeRounding algorithm on (G, 7
H < HUM(H)
end for
end for
return H

5.4 Analysis

For the remainder of this analysis, we denote as H the partial solution after buying
edges in LARGE. We will assume, following earlier discussion, that H does not satisty
all requirements specified by scenarios in §2,. This implies that there must be some
F such that |[F| < ¢, F C F; for some j € [u], and 3(S;, T;) € K; such that S; and
T; are disconnected in (V, H \ F). Since H satisfies all scenarios in £2,_1, it must be
the case that F has exactly ¢ edges. We call such an F a violating edge set.

As discussed in Section 4, it suffices to show that for each violated edge set F that
disconnects some terminal pair S;, T;, the algorithm outputs a set H’ that contains a
path from S; to 7; in (H U H') \ F with high probability. We observe that the algorithm
is oblivious to F'. Thus, if we obtain a high probability bound for a fixed F, since there
are at most O (n>%) violating edge sets, we can use the union bound to argue that H’
covers all violating edge sets. For the remainder of this section, until we do the final
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cost analysis, we work with a fixed violating edge set F. For ease of notation, we
let Kr = Ujepu)rc F; KC; be the set of terminal pairs that need to be connected in
(HUH')\F.

Consider a tree (7, M, y) in the Récke distribution for the graph G with capac-
ities X. We let M~1(F) denote the set of all tree edges corresponding to edges in
F,ie. MY F) = User M~ (e). We call (T, M, y) good with respect to F if

yMI(F)) < %; equivalently, F blocks a flow of at most % in7.

Lemma 20 For a violating edge set F, a randomly sampled Riicke tree (T, M, y) is
good with respect to F with probability at least %

Proof Foreache € F,x, = ﬁ. Since the expected congestion of each edge is at most
B, E[load(e)] < Bx. < ﬁ for each ¢ € F. Note that y(M~1(F)) = Y ccr load(e),
hence by linearity of expectation, E[y(/\/l_1 (F)] = ZeeF E[load(e)] < |F|ﬁ = %.
Applying Markov’s inequality to y(M ™1 (F)) proves the lemma. O

Given the preceding lemma, a natural approach is to sample a good tree 7" and hope
that 7\ M~1(F) still has good flow between each terminal pair. However, since we
rounded down all edges in LARGE U H, it is possible that M ~!(F) contains an edge
whose removal would disconnect a terminal pair in 7, even if 7 is good. See [21] for
a more detailed discussion and example.

We note that our goal is to find a set of edges H' C E such that each terminal
pair in K has a path in (H' U H) \ F; these paths must exist in the original graph,
even if they do not exist in the tree. Therefore, instead of looking directly at paths
in 7, we focus on obtaining paths through components that are already connected in
(V(G), H \ F). The rest of the argument is to show that sufficiently many iterations
of TreeRounding on any good tree 7 for F will yield a feasible set H' for F.

5.5 Shattered components, set connectivity and rounding

Let QF be the set of connected components in the subgraph induced by H \ F. We
use vertex subsets to denote components. Let 7 be a good tree for F. We say that a
connected component Q € QF is shattered if it is disconnected in 7 \ M~!(F), else
we call it intact. For any S C V, let Q¢ be the union of components of Q r that have
a nonempty intersection with S. Note that for some (S;, 7;) € Kr, Qs may be the
same as Q7;, but if F is a violating edge set then there is at least one pair such that
Os; N Qt; = ¥. Now, we define a Set Connectivity instance that is induced by F and
7T . Consider two disjoint vertex subsets A, B C V. We say that (A, B) partitions the
set of shattered components if each shattered component Q is fully contained in A or
fully contained in B. Formally let

Zr ={(AU Qs,, BUQr;) :(A, B) partitions shattered components,
(Si, Ti) € K, Qs N O, = 0}

In other words, ZF is set of all partitions of shattered components that separate some
pair (S;, T;) € K. Since the leaves of 7 are in one to one correspondence with V (G)
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we can view Z as inducing a Set Connectivity instance in 7 ; technically we need to
consider the pairs {(M~1(A), M~1(B)) | (A, B) € Zr}; however, for simplicity we
conflate the leaves of 7 with V (G). We claim that it suffices to find a feasible solution
that connects the pairs defined by Z in the tree 7 .

Lemma21 Let E' € T \ M~'(F). Suppose there exists a path in E' connecting A
to B for all (A, B) € Zf. Then, there is an S;-T; path for each (S;, T;) € KF in
(M(E') U H) \ F.

Proof Let E' € T \ M™'(F) such that there is a path from A to B in E’ for each
(A, B) € Zp. Assume for the sake of contradiction that A(S;, 7;) € Kr such that S;
and T; are disconnected in (M(E") U H) \ F. In particular, this means that Q, and
Qr; are disjoint. Then, there must be some cut X such that § aq(z/yum)\ F(X) = ¥ and
SiCXandT; C X.

We observe that no component Q € Qr can cross X since each Q is connected in
H\ F.Let A= Qs, U{Q € QF : Qisshattered, Q € X},and B = 07, U{Q €
Qpr : Qisshattered , Q C Y}. Clearly, AC X, B C X. Furthermore, (A,B) € Zf.
By assumption, there is a path P in E’ between A and B. Since E' N M~ (F) = @,
M(E’) cannot contain any edges in F'. Therefore, M (P) contains a path that crosses X
which implies that [5 pq(£7) (X)| = [6 017\ F(X)] = 1, contradicting the assumption
on X. O

Routing flow: We now argue that (7, M, y) routes sufficient flow for each pairin Z g
without using the edges in M~L(F); in other words y is fractional solution (modulo a
scaling factor) to the Set Connectivity instance Z in the graph/forest 7 \ M~!(F).
We can then appeal to TreeRounding lemma to argue that it will connect the pairs in
Z without using any edges in F.

Lemma22 Let (A, B) € Zp. Let X C Vg suchthat A C X and B C Vg \ X. Then
Y(gT\Mfl(F)(X)) > ﬁ

Proof Let X C Vg beavertex set that separates A from B,i.e. A C Xand B C V7 \X.
First, suppose there exists acomponent Q € Q r such that Q crosses X,i.e. XNQ # ¢
and X N Q # @. Since (A, B) partitions the set of shattered components, Q must be
intactin 7. Let u be aleafin Q N X and v be a leafin Q N X. Since Q is intactin 7, u
and v are connected in 7 \ M~ (F) by some path P. Since u € X, v € X, P crosses
X.Letee PN 5T\M—1 (F) (X). It remains to show that y(e) > ﬁ. This follow from
properties of the Ricke tree. Since « and v are connected in G with a path using only
edges in H each of which has a capacity of ﬁ, u-v maxflow in (G, X) is at least ﬁ.
From Corollary 6, for any tree 7, the u-v maxflow in 7 with capacities y must be at
least ﬁ. This in particular implies that y(e) > ﬁ for every edge e € P.

We can now restrict attention to the case that no connected component of @ ¢ crosses
X.Let X’ be the set of leaves in X and consider the cut (X’, V\ X’) in G. It follows that
(X', V \ X') partitions the connected components in Q and g\ r(X") = @. Since
(A, B) € ZF there is a pair (S;, T;) € K such that O5, € X' and O1, € V \ X'.
Thus (X', V' \ X’) is a violated cut with F as its witness. Recall that there exists some
J € [u] such that F C F; and (S;, T;) € K. Since {x.}.cr is a feasible solution to
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the LP it follows that X(SE\F(X/)) > X(SE\F]- (X/)) > 1. Since SH\F(X/) = {, the
edges in 8\ p(X’) are in SMALL. Therefore, x(8g\r(X')) = X(8p\r(X')) > 1.

The Ricke tree property guarantees that y(§7(X)) > x(8g(X’)) > 1 (via Corol-
lary 6). We note that

VO M1 (X)) = YT (X)) — y(M™(F) = 1—1/2 > 1/2,

where we used the fact that y(M™(F)) < 1/2 since 7 is good for F. Thus in both
cases we verify the desired bound. O

Bounding Zr: A second crucial property is a bound on |Z |, the number of pairs in
the Set Connectivity instance induced by F and a good tree 7 for F.

Lemma 23 Fora goodtree T, |Zf| < 22£'B|ICF|.

Proof Let h be the number of shattered components and let them be Q1, ..., Q. For
each Q; pick a pair of vertices u;, v; that are in separate components of 7 — M™U(F).
Let A = {uy,...,up} and B = {v1, v2,..., vy}. Since the paths in G connecting

u;, v; are each in different connected components of H \ F, it follows that the (A, B)-
maxflow in H \ F is at least /. In the graph (G, X) obtained by scaling down the
capacity of edges of H, the maxflow is at least # which implies that it is at least

this quantity in 7. Since 7 is good, the total decrease of flow by removing M~ (F)
from 7 can be at most y(M~!(F)) < % By construction there is no flow between A
and B in T — M~!(F) which implies that # < 1/2 = h < 2¢B. Each pairin Zp
corresponds to a subset of shattered components and a demand pair (S;, 7;) € K,
and hence |Zr| < 2" Kp| < 228 |KF|. o

5.6 Correctness and cost

The following two lemmas show that by taking a union bound over all violating edge
sets F' and applying the Tree Rounding lemma 19, one can show that the algorithm
outputs a feasible augmentation solution with probability at least %

Lemma 24 Suppose T is good for a violating edge set F. Then aftert = O(logr +
Llogn) rounds of TreeRounding with flow parameter ﬁ, the probability that H' is

not a feasible augmentation for F is at most (1 — ¢)'|Zp| < 1/4.

Proof Suppose 7T is good for F. Let (A, B) € Zp. From Lemma 22 the flow for
(A, B)inT — M~1(F) is at least ﬁ. From Lemma 19, with probability at least ¢,
the pair (A, B) is connected via a path in 7 — M~ (F). If all pairs are connected,
then via Lemma 21, H' is a feasible augmentation for F. Thus, H’ is not a feasible
augmentation if for some (A, B) € Zr the TreeRounding does not succeed after ¢
rounds. The probability of this, via the union bound over the pairs in Zf, is at most
(1 — ¢)'|ZF|. From Lemma 23, |Zr| < 22#|Kf|. Note that |Kr| < r. Consider
t = %10g(4|K:F| . 228y = O(logr + £logn), since B = O(logn). Then, (1 —

D) Zr| =22 |Kp|(1 — ¢) <22 |Kple? < 1. o
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Lemma 25 The algorithm outputs a feasible augmentation to the given instance with
probability at least %

Proof For a fixed F the probability that a sampled tree is good is at least 1/2. By
Claim 24, conditioned on the sampled tree being good for F, ¢ iterations of TreeR-
ounding fail to augment F' with probability at most 1/4. Thus the probability that
all ¢ iterations of sampling trees fail is (1 — 3/ 8)"". There are at most n% violat-
ing edge sets F. Consider ' = %log(an’Z) = O({logn). By applying the union
bound over all violating edge sets F, the probability of the algorithm failing is at most
n2t(1 —3/8)" < n2te3'/8 < % Therefore, the output of the algorithm is a feasible

augmentation for all violating edge sets with probability at least % O

Now we analyze the expected cost of the edges output by the algorithm for aug-
mentation with respect to OPTp p, the cost of the fractional solution.

Lemma 26 The total expected cost of the algorithm is O ((logr + £log n)e? log6 n) -
OPTyp.

Proof Fix an edge e € SMALL with fractional value x,. Consider one outer iteration
of the algorithm in which it picks a random tree 7 from the Récke tree distribution and
then runs ¢ iterations of TreeRounding with flow parameter o = ﬁ. Via Lemma 19,

the probability of an edge f € 7 being chosen is at most O(éh log? n)y(f), where
h here denotes the height of the tree 7. Thus probability of e being added to the
final solution in one round of TreeRounding is O(éhlog2 n) Zferl(e) y(f) =
O(éh log2 n)load(e). By the Récke distribution property, Ez[load(e)] < Bx.. By
linearity of expectation, since there are a total of ¢ - ¢’ iterations of TreeRounding, the
total expected cost is at most (¢ - 1) - 0($h log2 np) ZeeE c(e)x,. By the analysis
in Section 5.3, h = O(logn), and B = O(logn). Substituting in the values of ¢
and ¢’ stated in Lemmas 24 and 25, the total expected cost is at most O((logr +
Clogn)f?logb n) - OPTyp. O

Combining the correctness and cost analysis we obtain the following.

Lemma 27 There is a randomized O((log r + € 1og n)€? log® n)-approximation algo-
rithm for the Bulk-SNDP Augmentation problem from £ — 1 to €. The algorithm runs
in time polynomial in n and o, where a is the amount of time it takes to solve the LP.

To prove Theorem 4, we start with a solution from £ = 0 and iteratively solve k aug-
mentation problems. Since the LP for Group Bulk-SNDP can be solved in polynomial
time (see Section 2), we obtain a polynomial time O((logr + klogn)k3log® n)-
approximation algorithm.

For Relative SNDP, there is an LP relaxation described in [24] that can be solved
in polynomial time, even when k is not fixed. We handle RSNDP by solving the
LP relaxation from [24] and following the same rounding algorithm as the one in
Algorithm 2. This, along with the reduction of RSNDP to Bulk-SNDP discussed in
Section 1, completes the proof of Corollary 4.

For flex-connectivity, we directly write the given Group Flex-SNDP instance (with
potentially different connectivity requirements for different groups) as a Group Bulk-
SNDP instance with width p + ¢, where p = max; p; and ¢ = max; g;. Recall from
Section 2 that the LP can be solved in n9@) time, giving us Corollary 3.
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Remark5 One may consider following a similar approach as that in Section 4 to
slightly improve the approximation ratio for Group Flex-SNDP. We start with a solu-
tion satisfying (p;, 0)-flex-connectivity for each S;-7; demand pair and then follow ¢
stages of augmentation. However, this would require solving Group-SNDP (instead
of EC-SNDP in Section 4). Thus we would have to pay the best known approximation
ratio for Group SNDP up front, which is O((logr + plogn)p?log plog® n). This
would allow us to replace one (p + ¢) term by (log p + ¢) in the approximation ratio
of Corollary 3. We omit the formal details since the improvement is marginal.

6 Conclusion and open problems

In this paper we consider network design problems in non-uniform fault models.
We provide the first constant-factor approximation for some special cases of flexible
connectivity in the single pair and spanning settings, and provide the first nontriv-
ial approximation algorithms for Bulk-Robust SNDP. We also discussed natural LP
relaxations for these problems and obtained integrality gaps. Our work shows both the
potential and limitations of extending known algorithmic approaches for connectivity
problems to the non-uniform setting.

Non-uniform network design is a fairly new area of study with several open prob-
lems. We highlight one important one. Is there a constant factor approximation for
fixed width/connectivity? Achieving this even for the special cases of global or single
pair connectivity would be a significant step forward. We are also interested in hard-
ness of approximation. Is it possible to rule out a constant factor approximation for
fixed width Bulk-Robust SNDP? For large/unbounded width, is Bulk-Robust SNDP
as hard as Label Cover, or can we hope for a polylogarithmic approximation? We note
that although the Bulk-Robust model is fairly general and captures known hard prob-
lems such as Capacitated SNDP, the fact that the scenario set is given explicitly makes
direct reductions from such problems tricky. For unbounded width, there are also some
problems such as FGC for which a constant factor approximation is not ruled out. We
are hopeful that progress on these questions will also lead to the development of new
ideas and techniques. In fact, there have already been some interesting developments
in extending algorithmic ideas such as primal-dual to larger class of problems —
see Remark 1 and [9, 10, 51]. We also point to [43] and [42] for additional work on
non-uniform models.
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Fig.5 Integrality gap for (1, k)-Flex-ST
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A Q(k) integrality gap for (1, k)-Flex-ST

For (1, k)-Flex-ST in directed graphs, Adjiashvili et al. [5] showed an integrality gap
of (k + 1) for an LP relaxation similar to the one we described in this paper. They
also showed a poly-logarithmic factor inapproximability via a reduction from directed
Steiner tree. It is natural to ask whether the undirected version of (1, k)-Flex-ST is
super-constant factor hard when k is large. As an indication of potential hardness,
we show an £2 (k)-factor integrality gap for the LP relaxation for (1, k)-Flex-ST. This
is via a simple modification of an example from [15] that showed an £2(R)-factor
integrality gap for single-pair capacitated network design, where R is the connectivity
requirement.

Consider the following graph G (shown in Figure 5). The vertex set V is {s, t}U{v; :
i € [k + 1]}. We add two parallel unsafe edges from s to each v; of cost % each, and
one safe edge from each v; to ¢ with costs k 4 1 each. Recall that the goal is to find
a low-cost subgraph of G where s and ¢ remain connected even after the removal of
any set of k edges.

Claim Any optimal integral solution needs at least /%1 safe edges.

Proof Consider any integral solution F C E where |F N S| < % Letl = {i :
{vi,t} ¢ F} be the set of indices corresponding to v; not incident to a safe edge in
F,and let S = {s} U {v; : i € I}. Then, §¢(S) is exactly the set of all unsafe edges
from s to v; for j ¢ I. By construction, [/| > k41— [F N S|, so |I]| > kzil Thus,

[6F(S)| <2-(k+1—1I]) <k+ 1. Since 6r(S) has no safe edges, S is a violated

cut, so F is not a feasible solution. O
1 eeld . . .

Claim Letx € [0, 11El :x, = { . x is a feasible LP solution.
=+ €
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Proof LetS C V be any arbitrary cutsuchthats € S,¢ ¢ S. The capacitated constraint
for (1, k)-flex connectivity is:

k+1) Z Xe + Z Xe > k+1.

ecds(S) eeby(S)

Substituting the values of x,, we get

2
k+1) Y xe+ Y xe=(+1) <m> 185(S)| + 18u4(S)]

e€8s(S) eedy(S)
= 2[85(S)| + 184 (S)].

Notice that §(S) has one safe edge for each v; € §, since all safe edges are from v;
totandt ¢ S, so [8s(S)| = |S| — 1. Similarly, §(S) has two unsafe edges for every
v; ¢ S,since s € S. Thus |6/(S)| =2k +1— (|S| — 1)) = 2(k — |S| + 2). Thus
2185+ 18 =28 — D +2(k —|S|+2)=2(k+1) > k+ 1.

For the remaining set of constraints, let B C U, |B| = k. We want to show that
2663(3)_3 Xe > 1. Wecaseon |S|. If | S| > #,thenbytheanalysisabove, [6s(S)| =
S| = 1= 550 Y 5005 Xe = 7 - 4L = 1. Since B S U, Y ,e505)-p%e = 1.

k+1
k+3

Suppose instead that |S| < *5=. Then, since x, = 1 for all unsafe edges,

Y xe = 18u(S)| — |B]

Su(S)—B
=2k —|S|+2) —k=k+4—2|S| > k44— (k+3)=1.

In either case, we get our desired result. O
2
Notice that the cost of any optimal integral solution is at least (k + 1) % = @
However, the optimal fractional solution has total cost at most 3(k + 1). This shows
an £2 (k) integrality gap.

B A 5-approximation for (2, 2)-Flex-ST

In this section, we show that the algorithm we described for Flex-ST in Section 3.4
(with minor modifications) gives a 5-approximation for (2, 2)-Flex-ST.

Recall that in Section 3.4, we begin with an instance of (p, (p + ¢))-Cap-ST where
every safe edge is given a capacity of p + g and every unsafe edge is given a capacity
of p. In this case, that corresponds to an instance of 8-Cap-ST where every safe edge
has capacity 4 and every unsafe edge has capacity 2. This is equivalent to an instance
of 4-Cap-ST where every safe edge has capacity 2 and every unsafe edge has capacity
1. As mentioned in Section 1, since the minimum cost s-f flow problem can be solved
optimally, there exists a max, u, = 2-approximation for this problem. Let ' C E be
such a solution, and note that cost(F) < 2 - OPT.
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Lemma 28 For every set A C V separating s from t, at least one of the following is
true: (1) |§pns(A)| = 2, (2) |8r(A)| > 4, (3) r(A) has exactly two unsafe and one
safe edge.

Proof This is easily verified by casing on the number of safe edges in §g(A). If
16rns(A)| = 0, since capacity of 6r(A) is 4, it contains at least four unsafe edges.
If |6pns(A)| = 1, then the safe edge provides capacity of 2 and to reach capacity 4,
3F(A) contains at least two unsafe edges. Else I§p;ns(A)| > 2 as desired. O

Notice that case (3) in Lemma 28 is the only case where A is violated. In particular,
this tells us that F is a feasible solution to (2, 1)-Flex-ST and that the only nontrivial
iteration of Algorithm 1 iswheni =p —1=1.

Following Section 3.4, by symmetry we redefine C to limit ourselves to the set of
violated cuts containing s. We consider a flow network on the graph (V, F) with safe
edges given a capacity of 2 and unsafe edges given a capacity of 1. Since F satisfies the
4-Cap-ST requirement, the minimum capacity s-¢ cut and thus the maximum s-¢ flow
value is at least 4. By Lemma 28 all violated cuts have capacity 4, thus the maximum
s-t flow is exactly 4. By flow decomposition, we can decompose a maximum flow f
into a set P = { Py, P>, P3, P4} of 4 paths, each carrying a flow of 1, and we can find
P in polynomial time. For each i € [4], we define a subfamily of violated cuts C’,
where A € C' iff the unique safe edge e € 8s(A) is contained in P;. By Lemma 12,
each C' is a ring family. We will show that three of these subfamilies suffice to cover
all violated cuts.

Lemma29 C C C; UCy UCs.

Proof Let A € C. By Lemma 28, A has exactly two unsafe edges and one safe edge.
In particular, this means that the capacity of §(A) on the given flow network is 4, so
all edges on §(A) must be fully saturated for any max flow f. This implies that the
unique safe edge ¢’ in §s(A) must have flow value 2. Thus ¢’ belongs to at least two
of the paths Py, ..., P4,s0¢e’ € P U P, U P3. Therefore, A must be in C; U C, U C3
as desired. O

Theorem 7 There exists a 5-approximation for (2, 2)-Flex-ST.

Proof We can solve the augmentation problems of finding the minimum cost subset
F; CE\Fstdp(A) > 1forall Ae Ci foreachi = 1,2, 3. Since C C u,?:lci (by
Lemma?29), F' = U?zl F; is afeasible solution to the augmentation problem of finding
the minimum cost subset of E \ F s.t. §g7(A) > 1 forall A € C. Therefore, F U F’ is
a feasible solution to (2, 2)-Flex-ST. From the discussion in Section 2, we see that the
three corresponding augmentation problems can be solved exactly since each C’ is a
ring family, so cost(F;) < OPT. Thus, cost(F’) < 30PT. Since cost(F) < 20PT, we
obtain an overall cost of cost(F U F’) < 50PT. O
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