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Abstract

We consider Buy-at-Bulk Network Design with Protection, which is
motivated by fault-tolerance in high speed (optical) networks. Given
a graph G = (V,E) and a set of demand pairs (sy, t1),..., (s &),
the goal is to route a demand of 5(i) for each pair (s;, ¢;) along two
internally vertex-disjoint paths (to protect against a vertex failure)
so as to minimize the total cost of routing. The cost of the routing
is Y, fe(xe), where x, is the total flow on edge e and f, : R, — R,
is a sub-additive cost function that models economies of scale for
installing capacity on e. We obtain a polylogarithmic approximation
for this problem. The algorithm is based on connections and insights
from length-constrained network design. Along the way, we ob-
tain a bicriteria approximation algorithm for a 2-vertex connected
length-constrained problem, which is of independent interest.
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1 Introduction

Network design is a classical and practical area of research, address-
ing fundamental problems at the intersection of algorithm design,
combinatorial optimization, graph theory, and operations research.
The goal in a typical problem is to construct a low-cost network that
satisfies some desired property, often in the form of connectivity
or routing requirements between vertex pairs. Several important
problems, such as minimum spanning tree (MST), s-¢ shortest path,
Steiner Tree, and Steiner Forest, are based on connectivity require-
ments in a fixed cost model. In these problems, the input is a graph
G = (V,E) in which each edge e € E has an associated non-negative
cost c(e), and the goal is to find a minimum cost subset F C E in
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which certain demand pairs are connected. However, in several
practical applications, edge costs are not fixed and instead depend
on the amount of capacity that must be installed to support routing
requirements. Buy-at-Bulk network design captures this scenario,
and as the name suggests, is motivated by settings in which costs
exhibit economies of scale; this is especially common in telecom-
munication networks. The goal is to design a low-cost network
that supports a given demand matrix (equivalently, a set of demand
pairs), where the cost of buying capacity on each edge is given
by a monotone subadditive' function. The formal model and this
particular name? was introduced almost 30 years ago by Salman
et al. [61], and there has since been extensive work in approxima-
tion algorithms; see Section 1.3. The theoretical investigation of
this problem and its variants has led to several general purpose
algorithmic techniques. For instance, buy-at-bulk was among the
first problems to demonstrate the power of probabilistic tree em-
beddings [5], led to efforts to derandomize the approach [10], and
was instrumental in the development of the junction scheme [13].

We are interested in buy-at-bulk with protection, which is mo-
tivated by the need for fault-tolerance in high-capacity and high-
speed optical networks [12, 56, 62, 63]. The goal is to construct
networks that are resilient to the failure of some edges and/or
vertices. Fault-tolerance in network design, especially against one
or few failures, is extremely well-studied - see Section 1.3. There
are various ways one can define fault-tolerance in the buy-at-bulk
model; we focus on the commonly used dedicated protection (or
1 + 1) model, formally introduced in approximation algorithms by
[4]. This requires that each pair has its demand routed along two
vertex-disjoint paths. This is a natural generalization of 2-vertex-
connectivity to the routing setting, and is practically motivated by
simplicity and fast restoration speed from a vertex failure. We note
that vertex fault-tolerance generalizes edge fault-tolerance, and is
often more difficult to handle.

Buy-at-Bulk with Protection (BaB-Prot): We formally define the
problem. The input consists of an undirected graph G = (V,E), a
set D of r demand pairs (s1,t1), ..., (5, t) with a non-negative de-
mand value §(i) for each pair (s;, t;), and a monotone sub-additive
function f, : Ry — Ry for each edge e € E. A feasible solution con-
sists of a collection of path-pairs (p;, q;) for each i € [r], where p;
and g; are internally vertex-disjoint s;-; paths that each carry §(i)
units of flow from s; to t;. The cost of this solution is }.cx fo(xe),
where xe = Xj.cep;uq; 9(i) is the amount of flow routed on edge e.
The goal is to find a feasible solution of minimum cost. We allow
edges to have distinct subadditive cost functions; this is known as

!A function is subadditive if f(x) + f(y) = f(x+y) Vx,y = 0.
%In operations research, other names, such as concave cost flow and fixed-charge
network flow, are also used to describe this and similar problems.
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the nonuniform setting. The special case in which f, is the same
function (up to scaling) for all edges (i.e. fo = c. - f for a function
f) is known as the uniform problem. An instance is single-source
if there is a source s € V such that s; = s for all i € [r]. We refer
to the general problem with demand pairs as the multicommodity
problem. The standard unprotected buy-at-bulk (BaB) problem is
one in which we only seek a single path for each pair.

We briefly discuss prior work on the BaB problem. Single-source
BaB generalizes Steiner Tree, which is known to be NP-hard; thus,
we focus on approximation algorithms. Many NP-hard connec-
tivity problems, including Steiner Tree, Steiner Forest, and fault-
tolerant problems such as SNDP with arbitrarily large connec-
tivity requirements (see Section 1.3), admit a 2-approximation or
better. However, multicommodity BaB is hard to approximate to
within an Q(logl/ 47¢ n)factor even in the uniform setting [2].
The best known approximation ratios in the uniform setting are
O(logr) for multicommodity [5, 7, 23, 32] and O(1) for single-
source [28, 29, 31, 64]. The nonuniform setting has been more
challenging. The best known approximation ratios are O(log* r)
for multicommodity [13, 47] and O(log r) for single-source [15, 52],
and there are hardness results of Q(logl/ 2=¢(n)) for multicommod-
ity [2], and Q(loglogn) for single-source [18]. For buy-at-bulk
with protection, little progress has been made since its introduction
nearly two decades ago. Nontrivial algorithms are known only for
a few special cases. The initial paper [4] gave a polylogarithmic ap-
proximation for the single-cable setting, which is a very restricted
case of the uniform cost case. Gupta et al. [30] obtained a polyloga-
rithmic approximation for protecting against a single edge failure
in the uniform cost setting. Chekuri and Korula [16] obtained sub-
polynomial approximation algorithms for the single-source setting,
which hinted at tractability. Our main contribution in this work is
the first polylogarithmic approximation algorithm for BaB-Prot in
the multicommodity, nonuniform setting for a single vertex (and
hence a single edge) failure.

Relation to Length-Constrained Network Design. It is conve-
nient to simplify the buy-at-bulk problem by adopting a two-cost
viewpoint. It is well-known (see [3]) that one can assume, by losing
an approximation factor of 2, that each cost function f; is an affine
function. We write fz(x) = c(e) + £(e) - x and call c(e) the cost and
¢(e) the length. In this formulation, the objective is to find a subset
F C E minimizing ¥ .cr c(e) + Xjefr] 5(1‘)[?(5,3 t;), where t’g(si, t;)
is the minimum length of two disjoint s;-#; paths in G[F]. Notice
that one no longer needs to specify the routing in the solution, as
it becomes implicit in the choice of F.

This viewpoint highlights the connection of buy-at-bulk to len-
gth-constrained network design,® which generalizes traditional con-
nectivity by imposing a constraint on the length of paths used to
connect demand pairs. These problems are of independent interest
and are well-studied. This area of research has recently gained sig-
nificant traction driven by connections to length-constrained cuts,
expanders, and embeddings, which have led to several advances in
fast graph algorithms [17, 33, 35].

The length-constrained s-t shortest path problem is solvable
exactly in polynomial time when edge lengths are polynomially

3Some earlier literature focuses on hop-constrained network design; this is the special
case of length-constrained network design when all edges have length 1.
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bounded, via the textbook Bellman-Ford dynamic programming
algorithm. With arbitrary edge lengths, it is NP-hard [43] and ad-
mits an FPTAS [26, 50]. From an approximation algorithms stand-
point, until recently, the majority of the work on length-constrained
network design had been limited to single-source settings, such
as MST [1, 21, 40, 46, 51, 55, 57, 68], Steiner Tree [44, 48], and
k-Steiner Tree [36, 45]. Length-constrained problems have strong
hardness results under strict length constraints, stemming from con-
nections to Directed Steiner Tree and Directed Steiner Forest (see, for
example, [39]). MST with length constraints has no O(log?~¢(n))-
approximation [37], and the length-constrained variant of Steiner
forest has no 0(21031_5(") )-approximation [22]. However, these prob-
lems are more tractable when length constraints are relaxed. Recent
developments in length-constrained probabilistic tree embeddings
[24, 25, 34] have led to the development of several bicriteria approx-
imation algorithms - see Section 1.3 for details.

We define the length-constrained analog of BaB-Prot, which
we call Length Constrained Network Design with Protection
(LC-Prot). The input is an undirected graph G = (V, E) in which
every edge has a non-negative cost c¢(e) and length ¢(e), a set D of
r vertex demand pairs (s;, t;), and a length constraint k. The goal
is to find the min-cost subset F C E such that for each i € [r], F
contains two vertex-disjoint s;-; paths of total length at most h.

Remark 1.1. Some prior work required feasible solutions to have
disjoint s;-t; paths each of length (instead of total length) at most h.
Up to a factor 2 in the length constraint, this is equivalent to our
formulation. We use the relaxed definition due to the cleaner con-
nection to buy-at-bulk and for computational ease. Even with unit-
lengths (i.e. hop-constraints), it is NP-complete to check whether
there are two disjoint s-t paths each of length at most h [65].

1.1 Results

We formally define bicriteria approximation algorithms. An («, f)-
bicriteria approximation for LC-Prot with length constraint h is a
solution F C E in which for each demand pair (s;,¢;), F contains
two vertex-disjoint s;-t; paths of total length at most § - h, and
¢(F) < a - OPT, where OPT is the optimum solution. We refer to a
as the approximation ratio and f as the length slack.

Our first set of results is in the single-source setting. We say
that an a-approximation algorithm is LP-competitive if the cost of
its solution is at most « times the value of an optimum fractional
solution to an LP relaxation. We provide LP-competitive polyloga-
rithmic approximation algorithms for BaB-Prot and LC-Prot; the
LP relaxations are described in Section 2. In the following theo-
rem statements, we let r denote the number of demand pairs and
n denote the number of vertices in the input graph. In the case
of buy-at-bulk, we let D = 1 + ‘;“:‘—?;‘, where 0. and S, are the
maximum and minimum demands respectively.

THEOREM 1.2. There is an LP-competitive bicriteria approximation
algorithm for single-source LC-Prot with length-slack O(logr) and
cost-approximation O(lognlogr).

THEOREM 1.3. There is an LP-competitive O(log® nlog r log D)-
approximation algorithm for single-source BaB-Prot.
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Figure 1: Examples of junction schemes.

Our second set of results is in the multicommodity setting. It
was shown in [4] that an LP-competitive polylogarithmic approx-
imation algorithm for single-source BaB-Prot would imply one
for multicommodity BaB-Prot. This reduction follows the junction
scheme, and although it was given for buy-at-bulk, the proof of [4]
implicitly goes through the length-constrained problem. Therefore,
one can obtain a similar reduction for LC-Prot. We leverage these
results to obtain polylogarithmic approximation algorithms for the
multicommodity problems. We remark that unlike in the single-
source case, these are not LP-competitive; this is a limitation of the
junction technique and a compelling direction for future work.

THEOREM 1.4. There exists an efficient, deterministic, bicriteria
approximation algorithm for LC-Prot with length-slack O(log® r)
and cost-approximation O(log nlog® r).

THEOREM 1.5. There exists an efficient, deterministic
O(log® nlog® r log® D)-approximation algorithm for BaB-Prot.

Remark 1.6. The approximation algorithms for BaB-Prot incur
O(log D) factors. Removing the O(log D) factor has been a chal-
lenge in several previous approaches for nonuniform buy-at-bulk,
and we leave this as a direction for future work.

1.2 Technical Overview

Reduction to Single Source via Junction Structures. Junction
trees, or more generally, junction structures, are a powerful tool al-
lowing one to reduce a multicommodity network design problem to
its single-source counterpart. This technique was first highlighted
in [13], where it was used to obtain a polylogarithmic approxima-
tion for BaB. The idea is to repeatedly find partial solutions, called
Jjunction trees, that are feasible for a subset of demand pairs; in each
junction tree, all demand is routed through one common junction
node — see Figure 1a. We aim to find junction trees of low den-
sity, where the density of a junction tree is the ratio of its cost to
the number of demand pairs it connects. The junction technique
was generalized to 2-vertex-connectivity by [4]; instead of a tree,
they find a junction structure that contains a pair of nodes (u,v)
through which terminals connect via two disjoint paths — see Fig-
ure 1b. [4] prove the existence of a low-density junction structure.
In general, finding a low-density junction structure is challenging.
It is, however, easy (within polylogarithmic factors) if we have an
LP-competitive approximation for the single-source problem, as
shown in [13] via bucketing and scaling techniques.
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Figure 2: Merging algorithm with S\ S’ (blue) and S’ (white).
G’ represents partial solution to instance defined on S\ §’.

Merging-Based Algorithm for Single-Source. Our main techni-
cal contribution is an LP-competitive polylogarithmic approxima-
tion for single source BaB-Prot. Given a set of terminals S C V(G)
and a source s € V(G), the goal is to route demand between s
and each terminal ¢ € S. We take inspiration from past work and
employ a merging based algorithm. The idea is to find a large subset
of terminals S’ C S, connect all terminals in S’ to S\ §’, and recurse
on S\ S’. As long as |S’| is a constant fraction of |S|, this process
terminates in O(log |S|) iterations. We highlight two areas in which
merging has been previously used for single-source problems.

e Two-cost network design without protection. This idea has
been used for single-source buy-at-bulk, length-constrained Stei-
ner tree, and for the simple case of length-constrained minimum
spanning tree; see [40, 51, 52] and a survey [58]. Bounding the
cost is typically simple; one can show that there exists a matching
on the terminal set of cost at most OPT, in which each matched
pair can be connected by a short length path. Thus, one can
choose S’ to contain one vertex from each matched pair. The buy-
at-bulk setting is more complicated and requires randomization
[52].

k-vertex-connectivity in fixed cost model. The merging algo-
rithm yielded approximation algorithms for the single-source k-
vertex-connectivity problem (without length costs or constraints)
[9, 16, 19].* This setting requires more care, as each terminal
t € S’ must connect to multiple distinct terminals in S \ §” in
an appropriate manner to ensure the connectivity guarantee. Al-
though the algorithm at a high level is simple, the analysis is
quite involved. In particular, bounding the cost of the algorithm
requires an intricate cost-sharing argument, which is even more
difficult when reasoning with respect to an optimum LP solution.
We discuss these ideas in Section 3 and Section 4.

We design a merging-based algorithm for two-cost network de-
sign with protection. At each recursive step, for each t € §’, we find
2 vertex-disjoint paths from ¢ to two unique terminals ¢1,¢, € S\ S’
- see Figure 2. In the buy-at-bulk setting, we aim to route demand
from t to s via t; and t,. This idea was used by prior work for single-
source BaB-Prot, which resulted in a polylogarithmic approxima-
tion for some restricted cases [16]. However, this was based on the
demand aggregation approach from [52] - for higher connectivity,
the demand grows exponentially, and no further progress towards
the general setting was made.

4These approximation ratios have since been improved by [53, 54] using entirely
different primal-dual ideas.
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We depart from the previous approach and focus on the length-
constrained problem LC-Prot. In this setting, in each recursive step,
we enforce that the merging paths from t € S’ to t;,t; € S\ S’
have bounded total length. It is challenging to control the growth
of the length across recursive levels; one technical reason for this
is that there is no equivalent cut-based definition of connectivity
in the length-constrained setting (see Section 2 for an example).
We overcome this challenge and show that the length grows by at
most an additive factor in each recursive step. The proof details are
specific to 2-connectivity; in fact, this is the primary bottleneck in
extending our single-source algorithm to connectivity requirements
k > 3. We remark that, for multicommodity setting, the junction
technique is not known to extend to k > 3.

The cost-sharing argument with length constraints, especially
when obtaining bounds with respect to the optimum LP solution,
is also not straightforward. We take advantage of strong graph
theoretical properties shown in the work of Chakraborty, Chuzhoy
and Khanna [9] on k-vertex-connectivity. Although subsequent
work has improved the approximation ratio and simplified the
analysis for this problem via similar merging algorithms [16, 19],
the combinatorial properties from [9] are useful in the two-cost
setting. A significant part of our contribution is to build upon those
ideas to obtain an LP-based bound; recall that this is needed in order
to apply the junction scheme. Our algorithm does not explicitly
solve the LP relaxation; the LP appears only in the analysis.

We extend this algorithm to an LP-competitive algorithm for
single-source BaB-Prot by showing an LP-based reduction from
single-source BaB-Prot to single-source LC-Prot.

1.3 Other Related Work

We refer the reader to the full version for a more detailed discussion
of related work.

Survivable Network Design Problem. SNDP is a canonical prob-
lem that generalizes Steiner Forest to the “higher-connectivity”
setting. Given terminal pairs (s;, t;) with connectivity requirement
ki, the goal is to find a min-cost subgraph in which each s;-¢; pair is
ki-edge/vertex-connected. In the edge-connectivity setting (called
EC-SNDP), there is a 2-approximation [42]. The vertex-connectivity
setting (called VC-SNDP) is harder; the best known approximation
is O(k®logn) [20] where k = max; k;. Moreover, the ratio needs
to depend on k [9]. The single-source VC-SNDP problem has an
O(k?)-approximation [53, 54]. Two-connectivity, or resilience to a
single edge or node failure, has received particular attention due
to its practical and theoretical relevance. VC-SNDP admits a 2-
approximation for k = 2, while the best known approximation ratio
even for k = 3is O(log n). There has been considerable recent atten-
tion to the tree augmentation problem (TAP), or more generally, the
Steiner tree augmentation problem (STAP). These are special cases
of EC-SNDP where one is given a 1-connected partial solution for
free, and the goal is to find a min-cost subgraph that augments the
connectivity to obtain a 2-edge-connected graph. TAP admits a
(1.5 + ¢)-approximation [66], which extends to the Steiner setting
[59]. See also [38, 67].

Buy-at-Bulk Network Design. Buy-at-bulk network design has
been long studied in practical settings [8, 60]. Earlier discussion
covers the approximability of BaB; we focus here on background
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on BaB-Prot. A particularly simple algorithm for BaB is by Charikar
and Karagiozova [11], which was in fact the first nontrivial approx-
imation for nonuniform multicommodity. However, the known
upper bound on its approximation ratio is exp(O(VInnlnlnn))
(it does yield a polylogarithmic approximation for single-source).
Due to its simplicity, it easily extends to higher connectivity, and
in particular to BaB-Prot; [16] obtained some partial results for
single-source BaB-Prot via this algorithm. It is a very interesting
open problem to understand the worst-case performance of the
algorithm from [11] for BaB and BaB-Prot. Gupta, Krishnaswamy,
and Ravi [30] obtained an O(log? n)-approximation for multicom-
modity BaB-Prot in the uniform setting when protecting against
a single edge failure. They relied on spanning-tree embeddings,
which takes advantage of the uniformity assumption.

Length-Constrained Network Design. Hop-constrained net-
work design was first introduced in [6], and has since been studied
in both approximation and fast exact algorithms. As mentioned
earlier, most of the work in approximation algorithms has been
restricted to the rooted setting due to various hardness results. Re-
cent work in hop-constrained tree embeddings, initiated in [34], had
led to significant progress in multicommodity length-constrained
problems, including a polylogarithmic bicriteria approximation
for hop-constrained Steiner Forest. Some of these results have
been improved via the notion of clan-embeddings [24]. Using hop-
constrained low-congestion probabilistic tree embeddings [25], [14]
obtained an LP-competitive approximation for hop-constrained
Steiner Forest.

Organization. Our main technical contribution is an LP-based
approximation algorithm for single-source LC-Prot; the algorithm
and basic analysis are given in Section 3, and the cost-sharing
argument is given in Section 4. We outline the ideas for extending
this to single-source BaB-Prot, as well as to the multicommodity
setting via the junction approach, in Section 5.

2 Preliminaries

2.1 Notation and Definitions

For a graph G, we let V(G) and E(G) denote the vertex and edge
sets of G respectively. Unless otherwise specified, we will let n :=
|[V(G)| and m := |E(G)|. Given edge costs c(e) and lengths ¢(e),
we extend notation to subsets F C E and write ¢(F) = )< c(e)
and ¢£(F) = },cpt(e). A subgraph H C G is a graph such that
V(H) € V(G) and E(H) C E(G). An induced subgraph, written
G[V’] for V' C V(G), is a subgraph with vertex set V' and all edges
of E(G) with both endpoints in V’. For a path p of G, we overload
notation and write e € p or v € p to denote that an edge or vertex
is contained in a path. For u,v € p, we write p[u,v] to denote the
subpath of p from u to v. A prefix of a path is a subpath containing
one endpoint. Given two internally disjoint paths p, p’ that share
an endpoint, we denote by p o p’ the concatenation of p with p’.
Given any instance of a buy-at-bulk or length-constrained net-
work design problem, we assume the costs c(e) are polynomially
bounded in n. Following standard arguments, this can be done with
only a constant factor loss in approximation ratio. Specifically, one
can set c(e) = 0 for all edges with cost < OPT/n®; this decreases
the optimal cost by at most a % factor. We scale up all edge costs
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Figure 3: Graph has h/2 edges of length 1 (black) and h/2 edges
of length h/2 (blue). If any edge is deleted, s and ¢ still have a
path of length h. However, the min-length of two disjoint s-¢
paths is Q(h?).

by a small constant to offset this reduction. We remark that the
same cannot be said for the lengths. This is because an edge with
even exponentially small length may still contribute significantly
to the total cost of a buy-at-bulk problem if it is used by a demand
pair (s;, t;) with exponentially large demand &(i). This is one of the
reasons that many buy-at-bulk approximation algorithms incur an
O(log D) factor in the approximation ratio.

2.2 Flows, Cuts, and Menger’s Theorem

Given a graph G = (V,E), we say two vertices s, are k-vertex-
connected (or simply k-connected) if G contains k vertex-disjoint
s-t paths. This is equivalent to saying that, in a flow network
on G in which each vertex has unit capacity, the s-t max-flow
is k. Menger’s theorem provides an alternate characterization of
k-vertex-connectivity with respect to cuts: s and t are k-vertex-
connected if and only if for every set S C V \ {s, t} with |S| < k-1,
s and t are connected in G \ S. The following is a well-known fact
about min-cost maximum flows.

LEmMMA 2.1. Let G = (V, E) be a graph with integer vertex-capaci-
ties p1(v) and edge costs c(e). Let s, t € V, and let f be any fractional
flow that routes a € Zx units of flow from s to t, with at most j(v)
units of flow routed through anyv € V. Let C = ) g c(e) f (e) be the
cost of this flow, where f(e) is the amount of flow routed through e.
Then, there exists an integral flow f’ respecting vertex capacities that
routes  units of flow from s to t of total cost at most C. Furthermore,
there exists an efficient algorithm to compute f’.

In the length-constrained setting, Menger’s theorem does not
hold, even for edge-connectivity with k = 2 (see [14, 27, 41] and
Figure 3). In particular, suppose G satisfies the property that for all
SCV\{st}with|S| <k-1,sandt are connectedin G \ S by a
path of length at most h. This does not suffice for the existence of k
vertex-disjoint s-¢ paths of total length at most kh.

One can define k-connectivity variants of BaB-Prot and LC-Prot
in a natural way, where the goal is to have k vertex-disjoint s;-
t; paths for each demand pair (s;,¢;); in the length constrained
setting, the total length of these paths must be at most A. Although
we focus on 2-connectivity (protecting against one node failure),
several ideas extend to k-connectivity.

Definition 2.2. Given a graph G = (V, E) with edge lengths ¢(e),
we say u,v € V are (h, k)-vertex-connected in G if there exist k
vertex disjoint u-v paths of total length at most h.

2.3 LP Relaxations

We provide path-based LP relaxations, written for a general connec-
tivity requirement k > 2. For each demand pair (s;, t;), we let P¥
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denote the set of all k-tuples p = (py, ..., px) of internally vertex-
disjoint s;-t; paths. We write £(p) to denote 3 ;cx] £(p;)- In the
length-constrained setting, we restrict attention to Pi(h’k) c Pk,
where Pi(h’k) denotes the set of all tuples § € P¥ such that £(p) < h.

Length-Constrained Network Design with Protection. We
define a variable f; € [0,1] for each p € UiPi(h’k) and a variable
Xe € [0, 1] for each edge e € E. The LP relaxation is as follows.

(LP-LC)

min Z c(e)xe

e€E

s.t. Z =1

perf)

Z fr < xe

pePi(h’k),ee[;
Xes f5 20

V(Si, ti) eD

Ve € E,V(Si, ti) €D

Buy-at-Bulk with Protection. The LP relaxation follows a similar
structure to that of LP-LC; in this case we consider all paths in Pik ,
and penalize the length of paths in the objective. We define variables
fs=0foreachp € UiPik and x, > 0 for each edge e € E. The goal
is to minimize min ¥, c(e)xe + Xjepr) 9(1) Z[)EP!‘ £(p) f, subject
to the constraints ) pepk ﬁ, = 1 for all terminal pairs (s;, t;), and
Zpe?{‘,ee[yfﬁ < x, for all (s;,t;) € D,e € E. We refer to this LP
relaxation as (LP-BaB).

It is not difficult to verify that these are valid LP relaxations
of the corresponding problems. Although the LP relaxations are
exponentially sized, they can be solved efficiently via a separation
oracle for the dual which corresponds to a min-cost flow compu-
tation. Throughout the paper, when discussing a given instance
of either problem, we let OPTp denote the optimum value of the
corresponding LP relaxation. In the single-source case, we let S € V/
denote the set of terminals, s € V denote the source, and we write
Pk (or Pt(h’k)) to denote the corresponding collection of k-tuples
for each terminal t € S.

2.4 Mixture Metric

We write d (s, t) to denote the cost of the shortest h-length con-
strained s-t path. Unlike traditional graph distances, d®) does not
form a metric. It is useful to instead consider the mixture metric,
which balances length constraints and costs. This is a standard no-
tion to facilitate working with length constraints, and was recently
highlighted in length-constrained network design by [34].

Given a length-constraint h and a cost bound y, we define the
mixture metric as follows: for each e € E, we define the mixture cost
function as ¢’(e) = c(e) + %t’(e). Foralls,t € V, we let d’(s, t) be
the shortest s-t path with respect to ¢’. It is not difficult to see that
d’ forms a metric. The following simple properties are well-known
and demonstrate how d’ roughly approximates d*), with some
slack on length requirement.

Craim 2.3. Letd’ be the mixture metric with length constraint h
and cost bound y.
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(1) d'(s,t) <dP(s,t) +y;
(2) d5) (s, 1) <d'(s,t), where b’ = @ - h.

3 Single-Source LC Network Design with
Protection

In this section, we provide an algorithm for LC-Prot in the single-
source setting. Let G = (V, E) be the input graph with source s € V,
terminals S C V, and length constraint h. We describe the algorithm
and prove feasibility here; the main cost-sharing lemma to bound
the approximation ratio is deferred to Section 4.

3.1 Base Case: Single-Pair

We begin by discussing the single pair setting, in which S = {t},
as this will be the base case of the recursive algorithm described
in Algorithm 1. The goal is to find a min-cost subgraph of G in
which s is (h, 2)-vertex-connected to t. Observe that without length
constraints, this problem can be solved exactly via a min-cost flow
computation; however, it is less straightforward with length con-
straints. We employ the mixture metric, discussed in Section 2.

LEMMA 3.1. Let (x, f) be an optimum feasible solution to LP-LC
for an instance of LC-Prot on G, s, and a singleton terminal set
S = {t}. There exists an efficient algorithm that outputs a subset
F C E in which s and t are (2h, 2)-vertex-connected and c(F) <
2 Y cpc(e)xe = 20PTp.

SKETCH. (x, f) corresponds to an s-t flow of value 2 and mixture
cost at most 20PTp. By integrality of min-cost max-flow, this
yields a pair of vertex-disjoint s-t paths of total mixture cost at
most 20PTp. One can argue, via Claim 2.3, that these paths have
total length at most 2h and cost at most 20PTyp. |

Remark 3.2. The algorithm given in Lemma 3.1 is LP-compe-
titive; however, it does not require knowledge of the fractional LP
solution. The only information needed is OPT;p in order to define
the mixture cost function. Since costs are polynomially bounded,
this can be guessed in polynomial time. Therefore, this algorithm
does not require solving an LP.

COROLLARY 3.3. For a given pair of vertices (s, t), let F* be a min-
cost subset of E in which s and t are (h, 2)-vertex-connected. Then,
there exists an efficient algorithm that outputs a subset F C E in
which s and t are (2h, 2)-vertex-connected, where ¢(F) < 2¢(F*).

3.2 Merging Approach

The algorithm employs a merging based technique, in which we re-
cursively merge uncovered terminals into existing partial solutions.
For each terminal ¢ € S, we define S; = (SU {s}) \ {¢}.

Definition 3.4. Given a subset S” C S;, we say a pair of t-S” paths
{p1, p2} mergestto S’ if
(1) all internal nodes of p; and p; are non-terminals;
(2) p1 and p; are internally disjoint;
(3) each terminal ¢’ € S’ is the endpoint of at most one p;. In
particular, p; and p, only overlap at ¢, and perhaps at s if
both paths contain s as an endpoint.

Definition 3.5. Given a subset " C S, for a given length param-
eter h’, we say {p1, p2} h’-length merges t to S’ if {p;, p2} merges
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t to S’ and £(p;) + £(p2) < h’. We define MergeCost(t,h’) to be
the cost of a minimum cost pair of paths py, p, such that {p;, p2}
K -length merges t to S;.

Observe that h’-length merging is a stronger notion than (#’, 2)-
connectivity; in particular, if {p;, p,} h’-length merges t to {s}, then
t and s are (h’, 2)-vertex-connected in p; U p,. The following lemma
provides an approximation algorithm to compute MergeCost(t, h’),
with constant slack in the length constraint, by reducing to the
single-pair setting.

LEMMA 3.6. There is an efficient algorithm that, given a length pa-

rameter h’ and a terminal t, outputs a pair of paths {p1, p2} that 2h’-
length mergest to Sy, such that c(p1) + c(p,) < 2 - MergeCost(t,h’).

3.3 Algorithm and High Level Analysis

In a merging based algorithm, at each step, we find a constant
fraction of the terminals S” C S, then h’-length merge each t € S’
to S\ §’ (for an appropriately chosen length parameter h’) and
recursively solve the problem on S \ §’, as shown in Figure 2 in
Section 1. There are two components to proving that this procedure
yields a low-cost and feasible solution. The first is the length-bound;
we must maintain that the length of paths remains adequately
bounded across recursive levels. The second is the cost; since there
are O(log|S|) recursive levels, it suffices to upper bound the cost
of merging in each recursive level.

In Section 4, we will provide a cost-sharing argument that shows
that )}, MergeCost(t, h’) is polylogarithmically bounded with
respect to an optimum solution. Given this, we employ a reverse
greedy framework. Given merging paths $(t) that merge t to S;
for each t € S, our goal is to find a large subset of terminals S’ C S
whose merging paths all end in S \ S’. This can be found via a
standard coloring argument; a similar argument was used in [19].

LEMMA 3.7. Suppose |S| = 5. Let {P(t) }+es be a collection of path-
pairs such that for eacht € S, P(t) mergest to S;. Then, there exists
a subset of terminals S’ C S such that

1) 182 5L

(2) For eacht € S’, the paths of P (t) terminate in (S U {s}) \ S’;
Furthermore, this set can be found efficiently.

The reverse greedy algorithm is described in Algorithm 1. The
algorithm is described for a general length parameter h’; we will
show in Section 4 that setting h’ = O(1) - h, where h is the input
length constraint, suffices to obtain a good approximation ratio.

Algorithm 1 Approximation Algorithm for LC-Prot

if |S| < 5 then
for t € S do F; « single-pair solution given by Lemma 3.1

return U;csF;
for t € S do P(t,h') « paths that 2h’-length merge ¢ to S;,
given by Lemma 3.6
Let S’ C S be given by Lemma 3.7 w.r.t. paths {P (¢, 1) }ses
E’ « recursive solution on instance given by terminals S \ §’
return E' U U, P (8, h')

Feasibility and Bounding the Length. We will first show that
Algorithm 1 returns a feasible solution with bounded length slack.
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To do so, we must control the growth across recursive levels. In
particular, the length of paths must increase additively rather than
multiplicatively, since the recursion proceeds for O(log |S|) itera-
tions. A key technical lemma is the following.

LEMMA 3.8. Givent € S andS’ C S;, suppose {p1, p2} I’ -length
mergest toS’. Let ty, t; be the endpoints in S” of pi, p2 respectively.
Let F C E be a subset of edges such that t; and t,; are both (h"”,2)-
connected tos, for some parameterh”’ . Then, t is (b’ +h"', 2)-connected
tosinFUp; U p,.

ProoF. We first assume ty, £, # s. Since t1, ¢, are (h”’, 2)-connec-
ted to s, there exist simple cycles Cy, C; where C; contains t; and
s,and £(C;) < h” for i = 1, 2. Let v; be the first vertex on (C; N p;),
when traversing p; starting from t; such a vertex must exist since
ti € (Ci N p;). We let p; = p;[t,0;] and note that p] is disjoint from
C; except for v;.

Case 1: (p; N C;) # 0 for i # j. Suppose without loss of generality
that (p; N Cz) # 0; the other case is analogous. Let o] be the first
vertex on (p] N C;) when traversing p; starting at t. Note that p]
and p;, overlap only at ¢, p;, and C; overlap only at v, and p] [, v]]
and C; overlap only at o]. Therefore, we can concatenate p] [, 1]
and p;, at t to form a path p* that intersects C; only at its distinct
endpoints o] and v,. Since p* forms an open ear for Cy, (C, U p*) is
2-vertex-connected — see Figure 4a.’ The total length of (C, U p*)
is at most £(p1) + £(p2) + £(C;) = h’ + h”, and since it is a 2-
vertex-connected subgraph containing t and s, it must contain two
vertex-disjoint s-t paths, as desired.

Case 2: (p; NCy) = (p;NCy) = 0. In this setting, we use a min-cost
flow argument. By assumption, no edge can be in both (p] U p;)
and (C; U C;). Consider the t-s flow f where f(e) = 1 for all
e €pyUpj, and f(e) = %(ﬂeecl) + %(ﬂeECZ) foralle € (C; UG,).
It is not difficult to verify that f routes 2 units of flow from ¢ to s:
for each i, one can route a flow of 1 from ¢ to v;, and then a flow
of % along each of the two disjoint paths of C; from v; to s; see
Figure 4b. Furthermore, since p] and p; are disjoint except for t,
and (p; Up}) is disjoint from (C; UC;) aside from o, and v,, at most
one unit of flow is routed through any vertex. Thus, this is a valid
flow satisfying vertex-capacities of 1. The total length of this flow is

Zeepiupé £(e) + Yeec,uc, @ < K’ +h"”. By integrality of min-cost
max-flow, where the “cost” of the flow is taken to be the length,
there exists an integral flow consisting of two vertex-disjoint ¢-s
paths gy, g2 of total length at most A’ + h"’.

To conclude, suppose t; or f; is the source s. If t; = t; = s, then
clearly t is (h’, 2)-connected to s in p; U p,. Else, suppose t; = s
and t, # s; the other case is analogous. Then the min-cost flow
argument outlined in Case 2 holds, with C; =@ and p; =p;. O

Remark 3.9. One can generalize the notion of merging paths
to k > 3; this will be discussed further in Section 4. The main
bottleneck in extending the algorithm for larger values of k is
Lemma 3.8. We conjecture that such a lemma would extend for k >
3, though there are technical challenges in proving such a statement.
We pose this as an interesting direction for future research.

5An open ear of a cycle C is a path p* (with distinct endpoints) that intersects the
cycle only at its endpoints. It is well known that the union C U p* for any cycle and
open ear is 2-vertex-connected.
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(b) Case 2. One unit of flow
sent along pi, p; (bolded), and
% along Cy, C; (dashed). Note C;
and C, can overlap.

(a) Case 1: two-connected com-
ponent C, U p; U p/[t,0]] bolded,
p;lo], 1] dashed.

Figure 4: Examples of the two cases of Lemma 3.8.

Lemma 3.10 follows from Lemma 3.8 via an inductive argument.

LEmMMA 3.10. Algorithm 1 returns a solution in which eacht € S
is (O(log|S|) - H’, 2)-connected to s.

Cost Analysis. As mentioned above, we will show in Section 4
that 3,5 MergeCost(t, h’) is at most polylog(n) times the optimal
solution. The following Lemma 3.11 shows that this suffices to
bound the cost of Algorithm 1. In fact, we will show that despite the
fact that Algorithm 1 does not solve or reference the LP, one can
bound the sum of merge costs with respect to an optimum fractional
solution. This gives us the desired LP-competitive algorithm.

LEMMA 3.11. Suppose that for all instances of single-source LC-
Prot on terminals S', the corresponding ¥, MergeCost’' (t,h') <
,BOPTi;,, where MergeCostS/ and OPT‘Z}, denote the merge cost func-
tion and value of optimum fractional solution respectively on the
subinstance defined by terminals S’. Then, Algorithm 1 returns a

solution of cost at most O(flog |S|)OPTp.

4 Cost-Sharing Analysis

The goal of this section is to show that for any instance of single-
source LC-Prot given by a graph G = (V, E), source s € V, terminals
S € V, and length constraint h, we can upper bound

Yires MergeCost(t, h") by f - OPTrp, where #’ = O(1) - h and
B = polylog(n). In fact, we will show that this is true even for
a general connectivity requirement k > 2. We generalize the notion
of merging as follows: for a terminal ¢t € S and subset S C S,
we say P merges t to S’ if P consists of k ¢t-S” paths in which
all internal nodes are non-terminals, and all paths are disjoint
except for overlap at t, and perhaps at s if s is an endpoint. As
before, we say # h’-length merges t to S’ if the total length of
paths in P is at most h’. We will show that for »’ = O(k°)h,
Dres MergeCost(t,h') < O(yx logn)OPTyp, where yj is a value
to be defined later that depends only on k (in particular, if k = O(1)
then y; = O(1)).

We start by defining a relaxation of the notion of merging paths.
We say P weakly merges t to S’ if P consists of k internally dis-
joint t-S’ paths, in which all internal nodes are non-terminals. In
particular, weakly merging paths may overlap at the same termi-
nal endpoint in $’.° We let MergeCost,, (¢, h’) denote the merge

%This corresponds to a notion of connectivity known as element-connectivity, in which
paths must be disjoint on edges and non-terminals, but are allowed to overlap at
terminals. We use the terminology “weak” and “strong” merging for consistency with
prior work [19].
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head

(a) Example of terminal spi-
der; the head can be either
terminal or non-terminal.

t(p1)

(b) Example of a terminal cycle.

Figure 5: Terminal spiders and cycles, where terminals are
marked by squares, and non-terminals by small circles.

cost with this weaker notion of merging. In Section 4.2, we will
bound }},.s MergeCost, (¢, h’), and in Section 4.3, we will extend
this bound to the original stronger notion of merging.

4.1 Weak Merge Cost w.r.t. an Integral Solution

We first obtain a bound with respect to the optimal integral solution,
which we will then extend to an LP-based analysis in Section 4.2.
We start with some definitions.

Definition 4.1. A spider is a tree where at most one vertex has
degree greater than two. If such a vertex exists, we refer to it as
the head of the spider, and each head-leaf path as a leg. A terminal
spider is a spider in which all leaves are terminals and all internal
nodes are non-terminals; the head (if it exists) can be a terminal,
a non-terminal, or the source s; see Figure 5a. We say a terminal
spider is h’-length bounded if the length of each leg is at most h’.
If the terminal spider does not have a head, we require that it is a
path of length at most A’, in which the endpoints are in SU {s} and
internal nodes are non-terminals.

Definition 4.2. A terminal cycle is a collection {py, ..

paths such that

(1) Each p; consists of exactly one terminal at one endpoint
(denoted #(p;)) and all other vertices on p; are non-terminals;

(2) For every path p;, let v(p;) denote the non-terminal endpoint.
Then, v(p;) is an internal (non-endpoint) node of p(;;1), and
o(p;) ¢ pj forall j # i,i+ 1. Here we let p, = py, so the
endpoint of p,, is an internal node of p;.

(3) Forallverticesu € [U; pi]\[U;{v(p:)}], u appears in exactly
one path p;. In particular, the only overlap between paths
occurs at the vertices v(p;), and each v(p;) appears on exactly
two paths.

S pp} of

See Figure 5b for an example. We say a terminal cycle is h’-length
bounded if each p; has length at most A’.

The main technical tool used in this section is a prefix decompo-
sition lemma given by [19]. Although [19] did not consider length
constraints, it is not difficult to verify that the proof of Lemma 4.3
holds in the length-constrained setting, since the spiders and cycles
are constructed from prefixes of the original given path system.
Therefore, any length bounds on the given paths would imply the
same bound on the lengths of the spiders and cycles. We use the
following lemma with length bounds explicitly stated.
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LEMMA 4.3 (PREFIX DECOMPOSITION). Let P be a collection of
paths satisfying the following:
e Eachp € P is a path from a terminal (denoted t(p)) to St (p),
such that t(p) does not appear in any other path of P;
e Eachp € P has length at most h'.

Then, for each path p € P, we can find a prefix of p denoted pref(p),
where a prefix of p is a subpath containing t(p), such that each
connected component of the graph given by U,cppref(p) is an h'-
length-bounded terminal spider or an h’-length-bounded terminal
cycle. Furthermore, the leg of each spider corresponds to a prefix
pref(p) in which t(p) is the leaf node of the spider leg.

The following lemma is also shown in [19]; we extend the argu-
ment to length constraints.

LEMMA 4.4. Given a length parameter h’, for each t € S, let
M(t,h") be a set of paths that weakly h’-length merges t to Sy,
and let H be a subgraph of G such that U;esM(t,h’) C H. Then
Yites MergeCost, (t, 2kh") < 2¢(H).

The following corollary follows from the fact that any optimum
solution contains a set of h-bounded paths weakly merging ¢ to S;.

COROLLARY 4.5. ;s MergeCost,,(t, 2kh) < 2 - OPT.

4.2 LP-Based Bound on Weak Merge Cost

In this section, we bound }};.s MergeCost, (t, h") with respect to
an optimum fractional solution. Recall the LP relaxation LP-LC
for LC-Prot described in Section 2, and let (x, f) be an optimum
feasible solution of cost OPT p. We will describe a rounding scheme
toround (x, f) to asubgraph H C G, where H merges each terminal
t € Sto S;. We then apply the integral analysis of Section 4.1 on H
to obtain our desired bound. We emphasize that this is an existence
argument for analysis purposes only; the algorithm (as described
in Section 3) does not use the LP in any way.

For the rounding scheme, we build on high level intuition in-
troduced in [9], which obtained an LP-based algorithm for single-
source k-vertex-connectivity without length constraints. We note
that the analysis of [9] relies on cut-based arguments to prove
connectivity. As discussed in Section 2, this no longer holds for
length-constraints; thus new ideas are required in this setting. At
a high level, the idea is as follows. Any feasible solution H € G
must contain at least one tuple p € Pt(h’k) for each t € S. Therefore,
one natural attempt at a rounding scheme is to choose each tuple
P € Use SSDt(h’k) to include in H with probability f;. The expected
cost of this scheme is bounded by } .. c(e) Pr[e € H], where

Pr[eeH]SZ Z ﬁ,Ser.

tESﬁEPt(h’k),eep tesS

Unfortunately, this can lead to an expected cost of H as large as
|S| - OPTpp. Specifically, the approach fails when an edge has high
congestion, meaning that there are many terminals for which e € p
for some p € P;h’k). However, we are interested in merging, rather
than necessarily connecting all terminals to the source. Therefore,
if t,t’ both use an edge e, one can reroute flow from ¢ to ¢’ or vice
versa without using e, thus reducing the congestion on e.

The proof follows two steps. The goal of the first step is to
reduce edge congestion, where the congestion of an edge e is the
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4

Figure 6: Example of prefix of path p (black) in tuple of
along with the rerouting paths (blue).

Pt(h,k)’

number of terminals that have any path in Sol(h’k) that contain
e. To achieve this, we switch perspectives and consider all paths
of Ue SPt(h’k). There may be exponentially many such paths; we
remark that in principle, it would suffice to only consider paths in
the support of a given LP solution, but since this is an existence
proof, there are no concerns in handling exponentially sized sets.
We truncate paths of Ue 57’;}"}() and reroute flow in order to reduce
edge congestion. In the second step, we round an LP solution using
the scheme described above, and apply the analysis in Section 4.1
on the resulting subgraph.

Step 1: Path Truncation. We let £ denote the set of all paths
contained in any tuple p € Utespt(h’k). For each p € P, we let
t(p) :=t € Ssuchthatp € Pt(h’k). We will maintain a prefix of
each p € P starting at t(p), which we denote as pref(p).

For each edge e € E, we define T, = {t : p s.t. t(p) =tande €
pref(p)} and define the congestion of an edge to be |T,|. Our goal
is to reduce the maximum congestion of any edge. We do so by re-
peatedly truncating the prefixes pref(p) of paths containing edges
with high congestion. To maintain connectivity despite this trunca-
tion, for each p € P we will define a collection R(p) of rerouting
paths, where each R(p) consists of k disjoint paths from pref(p) to
S\ {t(p)}; see Figure 6. These allow us to reroute flow from ¢(p)
to other terminals. To bound the total cost of rerouting, we will
ensure that c(R(p)) is not too much larger than c(pref(p)).

We fix ay. = 3%-k! and use the following lemma given by [16, 49].

LEMMA 4.6 ([16, 49]). Letv € V, and let Q be a collection of paths
such that each q € Q is a path from a distinct terminal, which we
denote as t(q), tov. Suppose |Q| > ay. Then, there exist distinct paths
q*,q1, - - -»qk € Q that satisfy the following. For i € [k], let q; denote
the prefix of q; given by the subpath from t(q;) to the first intersection
with g*. Then, all q; are disjoint, except for potential overlap at their
endpoint in q*.

A natural attempt to reduce edge congestion is the following. Let
e = uv be an edge with high congestion. Let Q be a collection that
contains one path pref(p) with t(p) =t for each t € T, and apply
Lemma 4.6 to obtain g%, g, . . ., qk. Let p* be such that pref(p*) = ¢*.
We can truncate pref(p*) to end at u, and set R(p*) = {q;}ie[x]
where ¢ is as defined in Lemma 4.6. The issue with this approach
is that the cost ¢c(R(p*)) may be significantly higher than c(p*). To
circumvent this, we employ a bucketing technique.

Let N := [log(n - max.cg c(e))]. For each edge e € E and each
je€{1,...,N}, we define Tej C T to be the set of all terminals t € S

7 An earlier version of this lemma with slightly worse bounds was given by [9].
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such that there exists a path p with t(p) = t, e € pref(p), and the
cost of the prefix of pref(p) starting at t and ending immediately
before e is in (2771, 27]. In other words, if e = uov and p traverses e
by visiting u before v, then c(p[t,u]) € (2/71,27], and if p traverses
e by visiting v before u, then c(p[t,0]) € (2/7%,2/]. Note that
the maximum cost of any path in G is n - max.cg c(e); therefore,
U jTej = T,. Since we assume costs are polynomially bounded, N =
[log(n - maxeecg c(e))] = O(logn).

Remark 4.7. This cost-bucketing approach is the primary compo-
nent of the proof in which we make use of the fact that edge costs
can be assumed to be polynomially bounded. We point out that this
approach is responsible for the O(log n) factor in the bound of the
sum of the merging costs, thus improvements here would yield an
O(log n) factor improvement on the approximation ratio.

LEMMA 4.8. For each p € P, there exist pref(p), R(p) satisfying
the following:

(1) pref(p) is a prefix of the path p starting at t(p);

(2) R(p) is a collection of h-length-bounded paths with one end-
point in pref(p) and the other in S\ {t(p)};

(3) All paths in R(p) are disjoint except for potential overlap at
the endpoint in pref(p);

(4) If pref(p) # p, |R(p)| = k and for each p" € R(p),c(p’) <
2c(pref(p)); else if pref(p) = p then R(p) = 0;

(5) Foralle € E, j € [N], |T/| < 2a.

Step 2: LP Rounding. For each path p € P, let pref(p), R(p) be
the prefix and routing paths as given by Lemma 4.8. Let (x, f) be an
optimum feasible solution to LP-LC. We construct a subset F C E
as follows: initially let F = (. For each t € S, sample exactly one
tuple p € Pt(h’k) , where each p is sampled with probability f;. For
each path p in the sampled tuple p, add (pref(p) U R(p)) to F.

LEMMA 4.9. The expected cost of F is at most O(k - o log n)OPTpp.

Lemma 4.9 provides a bound on the expected cost of F; this
implies by the probabilistic method that there is a way to choose
one p for each Pt(h’k) such that the total cost of the corresponding
subgraph F is upper bounded by O(k - a log n)OPTrp. We con-
clude this argument by leveraging the integral analysis discussed
in Section 4.1. Let H := (V, F); this is an edge-induced subgraph of
G. We observe that H is not necessarily a feasible integral solution
to LC-Prot, since flow from one terminal may be rerouted via R(p)
towards other terminals, rather than towards the source s. Fortu-
nately, by Lemma 4.4, it suffices to show that for all terminals ¢, H
weakly merges ¢t to S;.

LEMMA 4.10. For each terminalt € S, H contains a set M(t,h’)
that weakly h’-length mergest to S;, where b’ =k(k +1) - h.

Proor. Fix t € S. Let p be the vector sampled from Pfh’k), and
let Hy := Upep[pref(p) UR(p)] © H. We will show that H; weakly
merges ¢ to S;. Let A be any set of k — 1 vertices in H; \ {s,t}. We
will show that ¢ is connected to S; in Hj \ A. Since p is a k-tuple of
disjoint paths, there exists at least one p € p such thatp N A =0.If
pref(p) = p, then p is a t-s path in H; \ A and we are done. Else, by
property (4) of Lemma 4.8, |[R(p)| = k. Since R(p) are all disjoint
except for the endpoint on pref(p), and pref(p) N A = 0, there must
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be some p” € R(p) such that p’ N A = 0. Therefore, pref(p) op’ isa
path from ¢ to S; in H; \ A. This implies that ¢ is k-vertex-connected
to S; in Hp, so by Menger’s theorem, there are k disjoint paths from
t to S;. One can truncate each path at the first terminal it visits
to ensure that all internal nodes are non-terminals. Therefore, Hj
weakly merges t to S;.

For each p € p, the total length of paths in R(p) is at most
Zperp) L) < Xperppyh < kh, by properties (2) and (4) of
Lemma 4.8. Thus, the total length of edges of Hj is at most

SpeplE(pref(p)) + kh] < 3 ,c5(k + Dh = k(k + D)h. O

LEMMA 4.11. ;s MergeCost,,(t,h") < O(f logn)OPTyp,
where fi. =3F - k! -k and b’ = 2k*(k + 1)h.

4.3 Bounding the (Strong) Merge Cost

In this section, we bound }),.s MergeCost(t, h’) with respect to
OPTpp. Recall that the difference between weak and strong merging
is that a collection of paths that weakly merges t to S’ C S; may
overlap at the terminal endpoint in $’, while this is not allowed in
strong merging. Previous work of [16, 19] showed via a flow-based
argument that an upper bound on the total weak merging cost
implies a corresponding upper bound on total strong merging cost.
For completeness, and to demonstrate how this argument holds
under length constraints, we describe the analysis below.

First, for each t € S, we find a large collection of merging paths
to S;, such that each terminal in S; is only the endpoint of a small
fraction of paths. Then, we use a min-cost flow argument to find k
disjoint ¢-S; paths each with a distinct endpoint in S;. As above, all
algorithms described in this section are for analysis purposes only.
The following lemma was given by [16, 49]; a similar statement
with different parameters was obtained by [19]. Although [16, 49]
did not consider lengths, the argument extends naturally to the
length-constrained setting.

LEMMA 4.12 ([16, 49]). Let b’, f be parameters such that for all
instances of single-source k-connectivity LC-Prot defined on terminals
S’, the corresponding 3, MergeCostS (¢, h') < ﬁOPTﬁ,,
MergeCostf‘; and OPTf;) denote the weak merge cost function and
value of optimum fractional solution respectively on the subinstance
defined by terminals S’. There exist a collection of paths P;(t) for

t €8,i € [4k?], such that the following holds:

where

(1) For allt, each P;(t) weakly h’-length merges t to S;;

(2) Forallt,t’" € S witht # t’,t’ is an endpoint of at most 4k® + 2k
paths OfUiE[4kz]Pi(t);

(3) Foreachi € [4k?], 3;cs c(Pi(t)) < 2kf - OPTyp.

LEMMA 4.13. Y,cg MergeCost(t,h”) < O(3*k!k?logn)OPTyp
forh” = 8k*(k + 1)h.

To conclude the proof of Theorem 1.2, we run Theorem 1 with
h” = 8k*(k + 1)h = O(1) - h when k = 2. By Lemma 3.10, the
resulting solution is feasible with length slack O(log |S|). By Lemma
4.13, the sum of merging costs is O(3¥k!k? log n)OPT.p = O(log n)-
OPTpp. Thus, we can apply Lemma 3.11 to conclude that the cost
is at most O(log nlog |S|)OPT p.
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5 Completing Proof for BaB-Prot

In this section, we sketch the arguments to extend Theorem 1.2
to prove Theorems 1.3, 1.4 and 1.5. We refer the reader to the full
version for detailed proofs.

We first argue that an LP-competitive polylogarithmic approx-
imation for single-source LC-Prot implies one for single-source
BaB-Prot. This can be done by following the same high level ap-
proach as that of [14], which demonstrated a similar reduction in
the single-connectivity case (without fault-tolerance). We prove
the following lemma.

LEMMA 5.1. Suppose there exists an LP-competitive (a, f)-bicriteria
approximation A for single-source LC-Prot. Then, there exists an
O(log D(alog n+ p))-approximation for single-source BaB-Prot. This
reduction extends to k-connectivity for k > 2.

SKETCH. Suppose we are given an optimal fractional solution
(x, f) to LP-BaB. For each t € S, h; := Zpeptk £(p) f5 represents
the average length of tuples used to route s-t flow. Given this, we
would like to reduce to a length-constrained problem in which
each terminal ¢ has length constraint h;; this would preserve the
objective value. This approach cannot be applied directly, since
LC-Prot requires that all terminals have the same global length
constraint. We address this by partitioning terminals into buckets
based on their h; value, and handling each subinstance separately.
There are technical difficulties in this bucketing approach when the
maximum length is large; however, this can be handled by losing
an O(log D) factor in the approximation ratio. O

The preceding lemma along with Theorem 1.2 implies Theorem
1.3. Next, we extend to the multicommodity setting. It was shown
in [4] that multicommodity BaB-Prot can be solved via reduction
to its single-source counterpart. They proved the following lemma,
which, applied to Theorem 1.3, implies Theorem 1.5.

LEMMA 5.2 ([4]). An LP-competitive a-approximation for single-
source BaB-Prot implies an O(a log® r log D)-approximation for the
multicommodity BaB-Prot problem.

We now consider multicommodity LC-Prot. We sketch the proof
of the following lemma, which along with Theorem 1.2, implies
Theorem 1.4.

LEMMA 5.3. An LP-competitive (o, f§) bicriteria approximation for
single-source LC-Prot implies an (O (e log® r), O(Blogr))-bicriteria
approximation for multicommodity LC-Prot.

This proof employs a junction structure technique. A two-node
junction is a pair of vertices @ = (uy, uz) with uy # uy. Wesayo € V
is (h, 2)-connected to @ in G if there exist two vertex-disjoint paths
P1, p2, where p; is a path from o to u; - thus p; and p; intersect only
ato — and £(p1) + £(p2) < h. The following claim shows that it is
feasible to route two disjoint units of demand through a junction.

Cramm 5.4 ([4]). Let H be a graph in which s; and t; are both
(h, 2)-connected to a two-node junction @, and there exists a cycle C
containing uy, uy. Then s; and t; are (h’, 2)-connected to each other,
where b’ = 2h + £(C).

Definition 5.5. Given a length parameter h’, an h’-length-boun-
ded junction structure rooted at # = (uy, uz) on demands D’ € D
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is a subgraph H such that for each (s;, t;) € D’ s; and ¢; are (h’, 2)-
connected to @, and there exists a cycle C C H containing uy, uy
such that £(C) < h’. The density of H is ¢c(H) /|D’|.

See Figure 1b for an example. In [4], the junction structure is
defined without the length bound, and the total length of the paths
from demand pairs to @, as well as the length of the cycle C, is
absorbed into the cost. Our modified definition allows us to extend
the argument to LC-Prot. The main contribution of [4] is to show
the existence of a low-density junction structure. They do so by
considering an optimum integral solution and decomposing it into
a collection of edge-disjoint junction structures that capture a large
fraction of demand pairs. This is summarized in Lemma 5.6, which
implies Lemma 5.7 via a simple averaging argument.

LEMMA 5.6. Consider an LC-Prot instance given by graph G, de-
mand pairs D, and length requirement h. Let G* C G be an optimum
integral solution in which all demand pairs (s;, t;) are (h, 2)-connected.
Then, there exists a collection G7, .. ., G; of edge-disjoint subgraphs
that satisfy the following.

(1) Each G} is an O(hlogr)-length-bounded junction structure
on a subset of demand pairs D; C D;
(2) The number of pairs covered, | Uic[,] Dil, is at least r /2.

LEMMA 5.7. Given an LC-Prot instance G, with demand pairs D
and length requirement h, there exists an h’ -length-bounded junction
structure of density at most 20PT/r, where b’ = O(hlogr).

To conclude, we show that there exists an efficient approximation
to find a min-density junction structure. The following lemma is a
simple consequence of prior work by [13].

LEMMA 5.8. Suppose there exists an LP-competitive (a, f) bicrite-
ria approximation for single-source LC-Prot. Then, given an instance
(G, D, h) of multicommodity LC-Prot, there exists an efficient algo-
rithm that finds a fh’-length-bounded junction structure of cost at
most O(alogr) times the optimal min-density h’-length bounded
junction structure.

The proof of Lemma 5.3 follows from Lemma 5.7 and Lemma 5.8
via a standard covering argument.
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