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ABSTRACT 
We consider a Time Division Multiple Access (TDMA) sys- 
tem in which each sector is allocated a fixed set of frequency 
bands. Due to spatial variation in the nature of interference, 
a voice call originating in a sector may have an acceptable 
signal to noise ratio only on a subset of the sector's frequen- 
cies. Given a Poisson traffic arrival distribution, we derive 
estimates of the sector blocking probability. In particular, 
we present lower bounds that  are independent of the specific 
call allocation algorithm, and also examine specific call as- 
signment algorithms such as Repacking, Least Busy and Op- 
t imal Random Routing. We develop a simple heuristic that 
allows us to obtain fast and accurate sector blocking prob- 
ability estimates. The latter serve as crucial inputs for the 
design and optimization of capacity and coverage in TDMA 
networks. 

1. INTRODUCTION 
One crucial problem in a TDMA (time division multiple ac- 
cess) system, such as the North American IS-136 system or 
the European GSM (Global System for Mobile Communi- 
cations) system, is that  of optimizing coverage while main- 
taining network capacity. Most TDMA systems have a few 
megahertz of available spectrum that  is divided into a num- 
ber of frequency bands, or frequencies in short. Each base 
station in a cellular network is divided into a number of 
sectors (usually three), each of which has an antenna and 
associated radio transmission equipment. In a fixed channel 
assignment (FCA) scheme, each sector is assigned a fixed 
set of frequencies (usually one to six frequencies per sector). 
Sectors with the same frequency interfere with one another. 

The problem considered in this paper is a part of a larger 
optimization problem that  is described briefly below. Radio 
parameters that  affect signal properties and interference in 
a TDMA network include the transmit  power, tilt, and az- 
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imuthal orientation of antennas. These radio parameters are 
optimized for a given frequency assignment and a given traf- 
fic distribution. The goal is to maximize coverage, the area 
with acceptable signal properties to establish and maintain 
calls, while maintaining the system-wide blocking probabil- 
ity under a given threshold (approximately 2% in our sys- 
tems). To accomplish this task a mathematical model was 
developed that  allows one to measure quantities of inter- 
est and perform optimization in a well defined search space. 
This is in contrast to most commercial tools, which only al- 
low prediction based on fixed system parameters. The model 
imposes a grid on the geographical area of interest and al- 
lows one to compute a traffic density on the grid. Given a 
setting of the radio parameters and a frequency plan, the 
signal strength at each grid point from all antennas is esti- 
mated using a standard path loss model. Each grid point is 
owned by the antenna from which it receives the maximum 
signal strength. The set of grid points owned by an antenna  
defines a sector. This enables the computation of the for- 
ward link interference. For a given frequency of the owning 
antenna, the interference at a grid point in the antenna 's  
sector equals the sum of signal strengths from all the other 
antennas that also have the same frequency. A grid point 
is covered, i.e. has acceptable signal properties, if its signal 
strength and the signal-to-interference (C/I) ratio are above 
their respective thresholds. We say that  a frequency is good 
at a grid point if the C/ I  ratio is above the threshold; a fre- 
quency is bad at the grid point otherwise. In practice it may 
not be possible to design the network so that  all frequencies 
assigned to a sector are good for every grid point belonging 
to that  sector. A point may have a good frequency from its 
owning antenna, and at the same time find that  another fre- 
quency from its owning antenna is bad. This leads to what 
we refer to as a partitioned sector. The goal of this paper is 
to estimate the blocking probability in a partitioned sector 
environment. 

We now elaborate on the details of the blocking computa- 
tion. Each frequency in an antenna supports a fixed num- 
ber of calls (eight in GSM) using time division multiplexing. 
Thus if an antenna has multiple frequencies, a call in the 
sector is assigned to one time slot in one of the frequen- 
cies. In practice the base station is usually unaware of the 
interference at each grid point. If a call is assigned a bad 
frequency, it will be handed over to a good frequency within 
a short period, or dropped if none is available. Therefore we 
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can make the approximation that  a call is prohibited from 
using bad frequencies. (This approximation is exact when 
handoffs are instantaneous.) Thus each sector can be par- 
titioned into different regions, each region corresponding to 
a distinct subset of the frequencies of the owning antenna 
that  are good for every grid point in that  region. We assume 
Poisson call arrival rates and exponential unit  mean holding 
time. 

Computing blocking probabilities for an unpartit ioned sec- 
tor is easy, e.g. a simple Erlang-B calculation is sufficient. In 
contrast, for a partitioned sector this calculation is consid- 
erably more complicated. The optimization tool described 
above typically works on scenarios with hundreds of sectors. 
Each iteration of the optimization requires computing the 
blocking probability for each sector and the entire optimiza- 
tion requires tens to a few hundred iterations. Hence effi- 
cient and accurate blocking estimates are crucial. Our model 
of partitioned sectors reflects the reality that  not every call 
can be carried on every frequency in a sector. Most exist- 
ing techniques (such as fixed point methods and asymptotic 
analysis) make assumptions that  are not applicable to this 
setting, see for example, [5]. In our application, a typical sec- 
tor has four frequencies, with eight t ime slots per frequency 
and the blocking is around 2%. The size of this system does 
not fall into any of the various asymptotic regimes in which 
blocking computation becomes feasible. 

We first derive lower bounds on the blocking probability 
that  axe independent of the algorithm used to assign calls 
to frequencies. Moreover, we also derive a dynamic pro- 
gramming lower bound on the blocking for the subset of 
greedy and non-reassigning call allocation algorithms. These 
general bounds are useful for a global planning tool that  is 
not specific to the precise call allocation scheme deployed, 
since the latter may vary depending on the market. When 
there is lack of adequate information, many of the alloca- 
tion schemes amount to assigning frequencies in some ar- 
bitrary order, until  a suitable one is found. However, in 
future systems one anticipates that  enhancements will allow 
the base station to be aware of the good frequency sets be- 
fore call set up. Thus we also study specific call allocation 
algorithms such as Repacking, Least Busy Frequency and 
Optimal Random Routing, which rely on this information. 
We discuss the advantages and computational difficulties of 
each of these schemes, and also present simulation results 
on the actual blocking. A comparison of these results with 
the lower bounds allows one to effectively identify the op- 
t imal blocking probability. Specifically, in our experiments 
we see that the Repacking scheme is near optimal since it 
comes close to achieving one of the lower bounds (the sub- 
set pooling bound), while other more easily implementable 
schemes such as Least Busy Frequency are also not too far 
from the optimal. We also show that  the addition of simple 
heuristics allows one to speed up the calculation of the sub- 
set pooling bound without compromising on the accuracy of 
the estimate. 

The outline of the paper is as follows. In Section 2 we de- 
scribe the basic model. In Section 3 we present two simple 
bounds on the blocking probabilities that  axe independent 
of the call allocation algorithm used. We also present a 
dynamic programming bound applicable to a subset of call 

allocation algorithms. In Section 4 we discuss the bounds 
for particular channel allocation algorithms. In Section 5 
we summarize the insight gained from the numerical exper- 
iments and analysis of the model. 

2. MODEL DESCRIPTION 
Consider a sector with a set of frequencies F allocated to it. 
With each frequency f E F there is an associated quanti ty 
cf, which is the number of slots available to carry calls on 
that  frequency. Each call requires one such slot. Calls are 
classified according to the subset of frequencies that  they 
may use. The calls that can use frequencies in the subset 
s C_ F are said to be of type s. We assume that  the type- 
s calls arrive to the sector as a Poisson stream with mean 
vs, and that  the different call types axe independent of each 
other. We use S to denote the set of call types for which 
the arrival rates v8 axe positive. An example can be found 
in Figure 1. 

F i g u r e  1: A p a r t i t i o n e d  sector .  T h r e e  f r e q u e n -  
c ies  f l ,  f2 a n d  f3 ava i lab le  in  t h e  sec tor .  F i v e  call  
t y p e s ,  Sl = {f l , f2 ,  f3}, 82 = {f l , f3} ,  83 = {f l , f2} ,  
S4 = { f2}  a n d  s5 = {f3}  h a v e  p o s i t i v e  m e a n  arr ival  
rates .  H e n c e ,  S = {81 ,82 ,  83, 84, 85}.  

Calls are active for a unit  exponential period and require 
exclusive access to a slot throughout this period. We allow 
calls to switch time slots as long as the time slots are taken 
from frequencies that  the calls can use and the slots are free 
for use at the time of switching. Calls that arrive to find 
no free time slot on any of their frequencies are considered 
blocked and no repeated attempts by this call are allowed. In 
our model we do not consider the case when both the caller 
and receiver are in the same sector, which would require the 
simultaneous allocation of two slots to complete the call. 

We aim to study the blocking probability of the sector. As 
remarked in the Introduction, the blocking probability de- 
pends on the call allocation algorithm employed. We begin 
with two lower bounds on the blocking that axe independent 
of the call allocation algorithms. 

3. PERFORMANCE BOUNDS 
In this section we present three lower bounds on the average 
blocking probability B in a sector. We define 

~sES Va ' 

where Bs represents the probability of blocking for calls of 
type s. 
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3.1 Simple Pooling Bound 
If resources were pooled so tha t  every call had access to 
every frequency, then the average blocking probabil i ty can 
be obtained using the Erlang-B loss formula. For any real 
number v and positive integer c we define, 

Er(v; c) -- v~/c! 
E~=o vS I j!" 

With  the choice of v = )-]~es v~, the total  call arrival rate,  
and c = ~ f e F  cf, the total  number of t ime slots available, 
the quant i ty  Er(v; c) gives the average blocking probabil i ty  
in the pooled resource system [2, p.179]. We refer to the 
quanti ty Er(v; c) as the simple pooling bound. For the cases 
in which some frequencies are not available to all calls, a 
sample pa th  dominance argument easily shows tha t  the av- 
erage blocking can be no lower in our model. 

FACT 1. The simple pooling bound provides a lower bound 
on B, the average sector blocking probability, under any call 
allocation algorithm. 

3.2 Subset Pooling Bound 
Given any subset A C_ S of call types, their average blocking 
probabil i ty B(A) is given by, 

~(A) - ~eA v~B~ 
~-~sEA Vs 

Let F(A) -- t3~eAS be the set of frequencies tha t  calls of 
types in A can use. If every call of type s E A had access to 
every frequency in F(A) and if every call of type  s ~ A had 
no access to frequencies in F(A),  then the average blocking 
probabil i ty  B(A) can be obtained using the Erlang-B loss 
formula, Er (v(A) ,c (A)) .  Here v(A) -- ~ A  v, is the total  
arrival rate  of the  call types in A; and c(A) - ~ f e F ( A )  cf is 
the total  number of t ime slots available on the frequencies 
in F(A). For the cases in which calls of some type  s E A 
cannot access all frequencies in F(A) or calls of type  s ~ A 
take up some t ime slots of frequencies in F(A),  the blocking 
probabil i ty  B(A) can only be higher. Therefore, for any call 
allocation algori thm we have 

B(A) >_ Er(v(A),c(A)) for all A C S. 

rain 

s . t  

By applying the simple pooling bound to every subset of call 
types, we obtain the  subset pooling bound as a solution to 
the following linear program, SUBSET-LP. 

~'~es v~B~ 

~sES vs 

vsB8 > v (A) -  Er (v(A); c(A)) V A C S, (1) 
sEA 
0 _ < B ~ < _ I  V s E S .  

FACT 2. The subset pooling bound provides a lower bound 
on B, the average sector blocking probability, under any call 
allocation algorithm. 

Note tha t  subst i tut ing A = S in the key constraint  inequal- 
ities (1) yields the simple pooling bound. Thus we observe 

FACT 3. The subset pooling bound is at least as large as 
the simple pooling bound. 

The number of inequalities (1) is 2 ISI - 1, where [St is the 
number of frequency subsets in S. A related LP with fewer 
inequalities was considered in [13, 3], which provides a dif- 
ferent bound that  is also bet ter  than the simple pooling 
bound. 

The simple pooling bound can be much too optimistic by 
assuming all calls can be carried on all frequencies. The 
subset pooling bound tries to capture the si tuation in which 
a substantial  fraction of the calls can only be carried on a 
subset of frequencies. Let us take a look at  the following 
example. 

E x a m p l e  1. In the GSM system, the total  number of t ime 
slots for a given number of frequencies is as follows. 

number of frequencies 1 6 7 
n u m b e r o f t i m e s l o t s  ] 7 [ 24 [ :2  I : 0 : 7  I 45 53 

In the scenarios we have encountered in our experiments 
the number of frequencies and call types were usually up- 
per bounded by 6 and 12 respectively. The following is the 
profile of a typical sector. 

call type frequencies arrival rate 
sl  {1} 1.14179 
82 

S3 

{1, 2, 3, 4} 10.4853 
{1, 2} 5.87016 

total  axrival rate : 17.4972 

The simple pooling bound yields 

B > Er(17.4972; 30) = 0.00185107. 

The subset pooling bound is a solution to the linear program 
SUBSET-LP. The following is constraint (1) due to subset 
A = {sl,s3}. We do not explicitly list all the other con- 
straints  (1) due to {sl}, {s2}, {sa}, {sx,s2}, {s2,s~} and 
(sl,s~,s~b 

1.14179 • B81 + 5.87016 • B,a _> 7.01195 • Er(7.01195; 14). 

The optimal solution to this SUBSET-LP is 0.00289414. Hence 
the subset pooling bound is much tighter than the simple 
pooling bound. 

3.3 Approximation Heuristics for the Subset 
Pooling Bound 

To obtain the subset pooling bound, one can use commer- 
cial software packages to solve linear programs. However, 
the  systems that  we optimize typically have hundreds of sec- 
tors. Our optimization involves hundreds of iterations, each 
of which requires computing a blocking bound for every sec- 
tor. Invoking a general purpose LP-solver significantly slows 
down our optimization. Hence we opt  for a simple method 
tha t  can closely approximate the LP bound. 
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I d e n t i f y i n g  c ruc ia l  c o n s t r a i n t .  Given a linear program 
SUBSET-LP, we essentially identify the subset A that  yields 
the largest right-hand-side amongst the inequalities (1). More 
precisely, let 

R(S)  -- max v(A) . nr  (v(A); c(A)) .  (2) 
ACS 

We use R ( S ) / u ( S )  as the approximation to the optimal LP 
solution. It is easy to see that  

simple pooling <_ approximation 

< subset pooling 

< blocking under any algorithm. 

In Example 1, the subset {sl, 83} maximizes 
v ( A ) .  Er (v(A);c(A)) among all possible subset A. Hence, 
R(S)  = (1.14179 + 5.87016) - Er(1.14179 + 5.87016; 14) = 
0.0506346. Therefore, our approximation is R(S)/17.4972 = 
0.0028938 which closely matches the optimal LP solution. 

S p e e d i n g  up  v ia  e l i m i n a t i o n  a n d  a u g m e n t a t i o n .  The 
above approximation computes 2 Isl - 1 Erlang values. To 
speed up the approximation, we eliminate a call type s if it 
has a "small" axrival rate vs. The hope is that  call types of 
small rates cannot contribute to a tight pooling bound. For 
every call type eliminated from S, the number of inequali- 
ties (1) is reduced by a factor of two. Hence, the search for 
the largest RHS is sped up by a factor of two. Two elimi- 
nation criteria are tested. For the first criterion, a set s is 
eliminated if its arrival rate us is less than x% of the aver- 
age arrival rate, i.e. us < x % .  v(S)/ISI ,  for some choice of 
threshold x. The second criterion is more aggressive and it 
eliminates s when us is less than x% of the maximum arrival 
rate, i.e. us < x~o - maxsEs Vs. In our experiments we chose 
x = 10, which resulted in a speed up of the computation, 
while still providing a close approximation. 

E x a m p l e  2. Consider the following sector. Under criterion 
1, five call types 83, 84, st,  ss and 89 axe eliminated. Hence, 
24 - 1 Erlang-B loss formulas (rather than 29 - 1) need to 
be computed. Under criterion 2, two additional call types 
85 and s6 axe eliminated speeding up the approximation by 
another factor of 4. 

using R ( T ) / u ( S )  as our approximation, we carry out the 
following augmentation to B. Suppose s is an eliminated 
call type. If every frequency f E s is also a member of 
F ( B )  where F ( B )  = (3sEBS is the set of frequencies that  
calls of types in B can use, then we augment B to is} O B. 
After B is augmented, we use v ( B ) .  Er(g (B) ; c (B ) ) / v (S )  
as our approximation. Note that this augmentation does 
not change the number of time slots c(B) since F ( B )  is un- 
changed. The augmentation only increases the total axrival 
rate, v(B). Hence the augmentation necessarily gives a bet- 
ter approximation. The time complexity for augmentation 
is linear in [HI. 

Let us look at the augmentation process on Example 2. The 
elimination process under criterion 2 leaves T = {Sl,S2}. 
It is easy to verify that R(T)  = 0.0623 and B = {81,82}. 
Since call types in B use all the frequencies, i.e. F ( B )  = 
(1, 2, 3, 4}, the augmentation lets B include all the remain- 
ing call types, s3 through 89. Noticing from the table in 
Example 1 that  the total number of time slots for four fre- 
quencies is 30, and the total traffic axrival rate is 19.3439, our 
approximation produces Er(19.3439;30) = 0.005964. This 
clearly beats R ( T ) / v ( S )  = 0.003221 and matches the opti- 
mal linear program solution. 

E x p e r i m e n t a l  Se tup :  We report results for an experiment 
on a system that  had 168 sectors with an average of 3.77 
frequencies per sector and a grid with roughly 3000 points. 
We remark that  this is a sub-system of a much larger system 
with close to a thousand sectors and over fifteen thousand 
grid points. We estimate the blocking for each sector and our 
overall system-wise blocking is simply the sum of the offered 
traffic in each sector times the blocking in that sector nor- 
malized by the overall traffic. In this paxticulax experiment 
using criterion 1 eliminates 1 or 2 sets per sector on average 
and hence speeds up computation by a factor between 2 to 
4. The second criterion eliminates 3 sets on the average, and 
so speeds up by a factor of 8. Our approximations (with two 
methods for speeding up) axe able to obtain solutions nearly 
identical to the LP solutions produced by CPLEX (a com- 
mercial LP solver). The following table shows the simple 
pooling bound, the subset pooling bound and its approxi- 
mations when averaged over the entire system as mentioned 
above. 

call type frequencies arrival rate 
sl {1,2,3,4} 15.1941 

3.24313 82 

83 

B4 

85 

86 

8? 

88 

{1,2,3} 
{3} 

{3,4} 
{1,3} 

{2,3,4} 
{1,2} 
{1} 

{1,3,4} 89 

0.112745 
0.114884 
0.225823 
0.348156 
0.0653417 
0.0117663 
0.0279654 

total axrival rate : 19.3439 

Let T be the set of call types that  axe not eliminated, recall 
R ( T )  = maxAcT  v(A)  • Er(v(A);c(A)) as defined in (2), 
and let B be the subset that  produces R(T) .  Instead of 

simple subset approx, elim. elim. 
pooling pooling criterion 1 criterion 2 

0.0165883 0.0489967 0.0489011 0.0488988 0.0488988 

3.4 The Dynamic Programming Bound 
Consider the subset of assignment algorithms that  satisfy 
the following two natural  restrictions. Calls axe never moved 
from the frequency to which they axe first assigned, and the 
assignment is greedy in the sense that a call is accepted 
whenever a time slot in one of its good frequencies is avail- 
able. Of the specific algorithms considered in Section 4, the 
Least Busy assignment schemes satisfy these assumptions, 
while Repacking allows reassignment and Optimal Random 
Routing is not greedy. In this section we examine a dy- 
namic programming bound for the above restricted set of 
algorithms. The numerical calculation of this bound is ren- 
dered tractable, even for several frequencies, due to the fact 
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that  the state is determined by the number of calls on each 
frequency. Thus the number of states is 

IIfEF(C f "~ 1). (3) 

Choosing values cf = 8 for every f E F,  and IF[ = 6 (which 
axe typical for a GSM system), we see that  the number of 
states is 96 ~ 530000. 

We now formulate the dynamic program. The state is the 
number of time slots in use on each frequency, Thus the 
state space X consists of non-negative integer valued vectors 
x E ZI+ FI that  satisfy 

x = < (4) 

The set of controls are mappings u : X × S --+ F,  where 
recall that  S is the set of call types. For an incoming call 
of a certain type, the control assigns a frequency from the 
subset of good frequencies associated with that  call type. 
Hence for a given x E X and s E S, u(x, s) can takes values 
only in a subset of F.  Note that  the control decision is 
taken on the basis of how many calls are currently in use on 
each frequency (including those not used by the incoming 
call). Since our aim is to maximize the carried traffic of 
the system, we associate to each call a unit  reward per unit  
time spent in the system. Consequently when the system is 
in state x, it accumulates reward at the rate of n(x) = 1Tx, 
where 1 is the vector of all l 's.  Given arrival rates vs, s E S, 
and exponential holding times with mean 1, it is clear that  
the dynamics under each control policy can be described by 
a Markov chain. 

It is well known that  under our assumptions, there exists a 
stationary (deterministic) average cost optimal policy that  
satisfies the Bellman equations [1], [15, Theorem 7.1]. Con- 
sider the Markov chain { X n , n  = 1 , . . . }  associated with 
the above control problem under the optimal (deterministic) 
policy, and let p8 (x, y) represent the associated probability 
of entering state y from state x as a result of an arrival of a 
type s call. Then 

p 6 ( x , y ) = R - l u s ( x , y )  (5) 

where us(x ,y)  is the rate of entering y from x for a type s 
call and R -- ~-'~s v8 + ~ f  c / i s  an upper bound on the max- 
imum possible event rate. Suppose lr(x) is the stationary 
distribution of the Markov chain {X,~}, and let 

xEX 

be the long-term average reward rate. Now define f (x)  to be 
the differential reward rate resulting when the system starts 
in state x and ends in the empty state. More precisely, we 
can write [15, p. 126] 

f ( x ) - -  E= ( ~ [ f ( X , ~ ) - 7 ] i X o  = x I , 
\ n = 0  

where 7 is the first time of entry after time n = 0 into 
the empty state. The optimal steady-state reward rate may 
then be derived by solving the Bellman equation [1], which 

is given by 

-), -}- f (x)  
V8 

---- n(x) + E R max f (y)  + yEA.~ sES 

E x T ( ~  --" w) f (w)  q- 

wE'Dx 

( R  -- EsES "s -- E f E F  Xf) f ( x )  ' (6) 
R 

where ~48 is the set of states reachable from x by the arrival 
of a type s call, 7)x is the set of states which can be reached 
from x by one departure, and note that  xT(x -- w) is the 
rate at which calls can enter the state w from the state x. 

E x a m p l e  3. Consider the sectors in Example 1 and 2. 
The bounds from dynamic programming are higher than the 
pooling bounds, therefore more accurately capture greedy 
algorithms with no frequency reassignments. 

simple subset dynamic 
sector pooling pooling programming 

Example 1 0.001851 0.002894 0.005480 
Example 2 0.005964 0.005964 0.006177 

We make the observation that  the dynamic programming 
bound is determined assuming that  the traffic vector for each 
call class is known. In particular, the optimal policy assumes 
knowledge of the traffic vector. Since practical algorithms 
are generally unaware of this value or have to work with 
estimates, the optimal policy cannot be considered to be 
a practical call allocation algorithm, but  merely serves to 
bound the blocking performance achievable by the restricted 
subset of algorithms defined above. In the next section, we 
consider specific call allocation algorithms that  are agnostic 
to the traffic distribution such as Repacking, Least Busy and 
Optimal Random Routing. 

4. CALL ALLOCATION ALGORITHMS 
In the previous section we presented two bounds on the 
blocking probability that  were independent of the call al- 
location algorithms used, and one bound that  was valid for 
the subset of algorithms that  do not allow a reassignment 
of frequency for an accepted call. In order to get an idea of 
how good these lower bounds are, we consider three specific 
call allocation algorithms that  are likely to be implemented 
in TDMA systems. We discuss the difficulties in calculating 
the blocking probabilities for these algorithms and present 
estimates obtained via simulation. 

R e p a c k i n g .  In the repacking scheme calls are always rear- 
ranged on the frequencies so as to admit a new call, whenever 
there is such a rearrangement. The call is blocked otherwise. 
Under this scheme, the number of calls of each type in the 
system n - {ns, s E S} is a Markov process with state space 

= I n  E Z ~  I : 30~fs, f E F, s E S such that  

= and < 

f:fE$ 8:f~8 
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Using the Gale-Supply theorem [4, p.37], one can show (see 
[9]) tha t  this s tate space can be rewrit ten as 

~={n•Zl+Sl:Ens<_ ~ c.f, VACS}, 
sEA fEUsEAa 

which establishes tha t  n is a b i r th-death  process with a trun- 
cated s tate  space. In fact, it is easy to see tha t  there exists 
a matr ix  .4 and a vector C such that  the s ta te  space can be 
rewrit ten of the form 

~={nEZl+Sl:An<_C}, 
which establishes the equivalence of our problem to that  of a 
t ransformed network with fixed routing [6, p,340]. In partic- 
ulax, with the assumption of Poisson arrivals into the sector, 
this allows us to derive the following explicit expression for 
the s ta t ionary distr ibution of the number of calls of each 
type  in the system [6, 12]: 

r ( n )  = Z - t  H n~] '  (7) 
sES 

where the normalization constant Z is given by 

vp (8) z= X II  n.!. 
nEG 8ES 

The above expression for the s tat ionary distr ibution,  while 
explicit, is often hard to compute because of the size of the 
s ta te  space. (Note that  the size of the s ta te  space is expo- 
nential in IS h which in principle can be doubly exponential  
in the number of frequencies.) In order to circumvent the 
precise calculation of the constant,  in many cases one uses 
what  is known as a reduced load or fixed point  approxima- 
tion to est imate the blocking probabilities. However, this 
approximation has been found to be useful for specific types 
of networks in asymptotic  regimes which do not apply to 
our problem. Since the network problems of interest here 
are not small enough to allow a direct computat ion of the 
normalization constant, but  at  the same t ime are not large 
enough for fixed point approximations to yield good results, 
we conclude that  the blocking probabil i ty  under repacking 
is not easily computable.  In fact it is known tha t  calculating 
the normalization constant is computat ional ly  hard [8]. 

L e a s t  Busy .  Under the Least Busy algorithm, calls axe 
allocated to the frequency tha t  has the most channels free. 
In the case of ties, one of these frequencies is selected at  
random. Approximations for the blocking probabil i ty  under 
this scheme have been derived for fully connected networks 
with a large number of circuits, or certain classes of symmet-  
ric networks, or asymptot ic  regimes of heavy traffic[6, p.355]. 
Since none of these regimes apply to the problem under con- 
sideration, where the number of t ime slots and frequencies 
is of the order of 8, it does not seem easy to derive estimates 
of the blocking probabil i ty for these networks. 

O p t i m a l  R a n d o m  R o u t i n g .  In this scheme to each type 
s we associate a probabil i ty vector p8 = (p~, f E s), p~ • 
[0, 1], with )-'~.ee~ P~ = 1. When a call of type  s arrives, 

we assign it to frequency f E s with probabil i ty p~. This 
decouples the system into one which has a Poisson arrival 
rate of AI -- ~-'~8.1e8 p~v8 to each frequency f E F .  Thus the 
blocking probabil i ty By on each frequency can be calculated 
simply by the Erlang-B formula 

Bf  = Er(Af; cf),  

and the network average blocking probabili ty is 

-~ __ ~ f E F  AIB.f 
~s~F ~s 

Since the average blocking probabili ty is a function of the 
probabilities p) ,  we can minimize it by choosing opt imal  
values of the probabilities. These optimal values of p )  can 
be computed by solving a non-linear program with the above 
constraints. However, a simple example shows tha t  even 
with optimal values, this scheme substantially overestimates 
the blocking. Consider the case when IF[ = 6 and there is 
just  one set s E S, which is equal to F .  In other words, all 
frequencies can be used by all users. Suppose the arrival ra te  
vy = v, and the number of t ime slots on each frequency is 
8. Then the average blocking probabili ty under any greedy 
scheme (i.e. one tha t  assigns a t ime slot whenever one is 
available) is given by the Erlang formula 

B = Er(v; 48). 

On the other hand, in the optimal random routing scheme, 
by symmetry  it is clear tha t  the optimal probabil i ty vector 
must satisfy p~ = 1/8 for every frequency f .  So in this case 
the blocking on each frequency is given by 

B I = Er(v/6;  8), 

which is also equal to the network average frequency. A com- 
parison of these two values for v = 36 shows a wide dispar i ty  
(0.00964 for the former versus 0.121876 for the latter) .  This 
is perhaps not so surprising since with the optimal random 
routing scheme, with positive probability, one could reject a 
call for which a t ime slot is available on a frequency. In other 
words, the opt imal  random routing scheme is not greedy. All 
the same, there are many other situations in which this al- 
gorithm works quite well [11], especially the case when the 
number of t ime slots per  frequency is large, but  this does 
not hold for the system considered here. 

5. CONCLUSIONS 
We developed an explicit model of part i t ioned sectors, and  
obtained a sufficiently fast heuristic to est imate blocking 
probabil i ty with reasonable accuracy for this model. The 
table below summarizes our experimental results on the 168- 
sector system (described in Section 3.2). The blocking prob- 
abilities associated with three specific algorithms are ob- 
tained through simulation. 

simple subset repacking dyn. least opt. rand.  
pooling pooling prog. busy rout ing 
0.01659 0.04899 0.04899 0.0531 0.05801 0.11390 

Our simulation verifies that  

simple pooling _< subset pooling < dynamic programming,  
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subset pooling ___ repacking, 
dynamic programming < least busy. 

In our experiment, we observe that  Repacking is near-optimal. 
It yields blocking nearly identical to the subset pooling bound 
for every sector tested. However, Repacking may be un- 
desirable due to its implementation complexity. For each 
call arrival, determination of assignment via the Repack- 
ing scheme is equivalent to solving a maximum flow prob- 
lem [4]. Reassigning already connected calls from one fre- 
quency to another also significantly increases the amount 
of signalling. Optimal Randomized Routing yields signifi- 
cantly higher blocking than the other two algorithms. This 
is not so surprising since Optimal Randomized Routing does 
not exploit resource pooling, which would significantly re- 
duce blocking for the partitioned sectors considered in our 
simulations. Optimal Randomized Routing also has the dis- 
advantage that  p~, the optimal probability of assigning a 
type-s call to frequency f ,  needs recomputing every time the 
traffic arrival rates change. The blocking due to Least Busy 
is quite close to the dynamic programming lower bound. Of 
the three algorithms, Least Busy is probably the simplest 
to implement. The algorithm also has the advantage that  it 
requires no prior knowledge of the traffic arrival rates as it is 
often the case that  the precise arrival rates are not known. 

Our work was motivated by a tool that  seeks to tune net- 
work parameters to optimize measures such as coverage and 
capacity. Understanding the phenomenon of partitioning al- 
lows both planning tools and the designers to obtain a better 
idea of the true blocking of the system and leads to more 
efficient resource planning. One may choose a fixed chan- 
nel assignment scheme such that  all frequencies of a sector 
are available to all points in the sector. On the other hand, 
a design with a tighter reuse of frequencies could also lead 
to paxtitioning of sectors. An important open question is 
that  of determining the tradeoffs between these different de- 
signs. In current systems the mobile and base station do not 
communicate the set of good frequencies at the mobile and 
thus the base station might allocate a bad frequency to the 
mobile. In future systems it might be possible for this infor- 
mation to be exchanged so that  the base station can use a 
robust scheme such as Least Busy to minimize the blocking. 
If such a process can be done effectively we can exploit sector 
partitioning by allocating more frequencies per sector by in- 
creasing reuse and potentially achieving increased capacity. 
Even when the information of the set of good frequencies 
is not available, our results suggest that  a modification of 
the Least Busy algorithm, that  scans through all (and not 
just the good) frequencies in increasing order of the number 
of time slots occupied, can be expected to work reasonably 
well. We hope that  our work spurs future efforts in evaluat- 
ing the feasibility of these techniques. 
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